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Abstract—Contextual bandit learning selects actions (i.e.,

arms) based on context information to maximize rewards while

balancing exploitation and exploration. In many applications

(e.g., cloud resource management with dynamic workloads),

before arm selection, the agent/learner can either predict context

information online based on context history or selectively query

the context from an outside expert. Motivated by this practical

consideration, we study a novel contextual bandit setting where

context information is either predicted online or queried from an

expert. First, considering predicted context only, we quantify the

impact of context prediction on the cumulative regret (compared

to an oracle with perfect context information) by deriving an

upper bound on regret, which takes the form of a weighted

combination of regret incurred by standard bandit learning

and the context prediction error. Then, inspired by the regret’s

structural decomposition, we propose context query algorithms to

selectively obtain outside expert’s input (subject to a total query

budget) for more accurate context, decreasing the overall regret.

Finally, we apply our algorithms to virtual machine scheduling

on cloud platforms. The simulation results validate our regret

analysis and shows the effectiveness of our selective context query

algorithms.

I. INTRODUCTION

Contextual multi-arm bandit (MAB) [1], [2] is a power-
ful tool in practical applications, including recommendation
systems [3], mobile health [4], cloud resource management
[5], among others. Most studies on contextual MAB [2], [6]
assume the availability of perfectly accurate context before
arm selection at each round. In many applications, however,
perfect context may not be available prior to arm selection;
instead, the true context is revealed only at the end of each
round [7]. Thus, in order to select a context-dependent arm,
at the beginning of each round, the agent needs to predict
context information based on the prior context history plus
auxiliary side information if any. Moreover, the agent may
selectively query an outside expert to predict more accurate
context subject to a total query budget (as context query can
be costly).

The above bandit setting with context prediction is applica-
ble for many applications. Consider Amazon’s predictive scal-
ing service as an example [8]. When using bandit learning to
schedule virtual machines, the exact service demand — crucial
context information — can only be known after scheduling de-
cisions are made. Thus, the cloud operator can only predict the
upcoming service demand based on already revealed demand
information by exploiting the demand’s temporal correlation,
and the predictor can become more accurate as time goes

on. In addition, the operator may obtain a more accurate
service demand by proactively querying the users, but this may
affect user experiences and hence should only be selectively
performed (subject to a total query budget). Take taxi dispatch
as another example [9]. The objective of the dispatch center
is to direct the taxis to reduce the mismatch between the
taxi supply and the passenger demand. The decision is made
based on context information – the passenger demand pattern,
which can be predicted based on spatial-temporal correlation
before each taxi dispatch. Also, the dispatch center can query
some agencies for more accurate knowledge about passenger
demand, subject to a total query budget.

Our considered setting falls into contextual bandits with
uncertain contexts, which can adversely affect the performance
(compared to the perfect-context case) but have not been
well studied. In [10], the authors consider linear contextual
bandits with Gaussian-distributed noisy contexts. In [7], the
authors assume the exact context distribution and derive a sub-
linear regret for algorithms based on linear and kernel UCB
(upper confidence bound) with respect to a weak oracle that
does not know the accurate context. Neither of these studies
has considered predicted or queried context information, as
motivated by practical applications where revealed context
history is available [11], [12].

Instead of assuming any distribution on the predicted con-
text or prediction errors as in [7], [10], we leverage online
prediction to exploit context information. We begin with a ban-
dit algorithm based on Thompson sampling and quantify the
impact of online context prediction by deriving an upper bound
on the cumulative regret under a general class of Lipschitz-
continuous reward functions, with respect to a true/strong ora-
cle that has accurate context information. Our analysis reveals
a crucial structure that the overall regret consists of standard
bandit regret and prediction error-induced regret (which can be
further decomposed into two parts that grow linearly and sub-
linearly with time, respectively). Importantly, we find that the
prediction error affects the overall regret through a parameter
which, referred to as elasticity, is determined by the reward
function’s local Lipschitz constant, and the elasticity varies
with context if the reward function is non-linear (belongs to a
reproducing kernel Hilbert space (RKHS) in our formulations).
This motivates us to design a selective context query algorithm
to obtain more accurate context from an expert subject to a
total query budget, reducing the overall regret.

Our contributions are summarized as follows.
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• Bandit with Context Prediction: For the
novel bandit setting, we prove that the upper bound on the
cumulative regret of Thompson sampling is a weighted
combination of regret of standard bandit algorithms
(with accurate context) and the prediction error-induced
regret. We define elasticity, which measures the extent
to which the prediction error affects the regret, and show
that elasticity depends on the reward function’s local
Lipschitz continuity constant.

• Query Algorithms: Inspired by our regret analysis,
we reduce the regret by proposing context query algo-
rithms to selectively obtain more accurate context subject
to a total query budget. The intuition is that context
should be queried in case of a high elasticity (i.e., context
prediction error has a high impact on regret).

• Experiments: We consider the application of virtual
machine (VM) scheduling problem on cloud platforms
(e.g. Amazon EC2), validate our analysis, and show the
effectiveness of our selective context query algorithms.

II. RELATED WORK

Contextual Bandit. Contextual bandits where the reward
depends on some context information at each round have
received much attention because of their wide applications
[13]. Upper Confidence Bound (UCB) is used to solve the
linear case of the contextual bandit problem by [3], [14]. The
studies [15], [16] propose Thompson sampling and give a
regret bound. Efforts are also devoted to extend contextual
bandit algorithms to general reward functions, among which
kernel method is exploited in GP-UCB [17], Kernel-UCB [6],
IGP-UCB and GP-TS [18], [19]. All these studies assume
perfectly accurate context is available prior to arm selection.

Bandit with Uncertain Context. More recently, bandit
learning with uncertain context has been drawing attention.
The study [20] considers the linear bandit with hidden con-
texts, and uses coordinate descent with exploration to itera-
tively estimate hidden contexts. The study [10] considers linear
contextual bandit with Gaussian noisy contexts. Another rele-
vant work [7] considers a setting where the learner has perfect
knowledge of context distributions and derives a sub-linear
cumulative regret with respect to a weak oracle that knowsthe
context distribution. A recent study [21] considers Bayesian
optimization with noisy input observation and proposes an
UCB algorithm with probability distributions as inputs. By
contrast, we we leverage a general predictor to predict context
online without assuming any probability distribution of context
errors, analyze the regret with respect to a strong oracle that
knows the exact context, and resort to an outside expert for
selectively obtaining more accurate context to decrease regret.

Online Optimization with Predictions. We also take
inspiration from recent works on online optimization with
predictions. [22] proposes a method for online linear opti-
mization taking advantage of sequence prediction. [12], [23]
consider online optimization with a switching cost and a
sequence of cost functions that can be predicted. A recent
study [11] considers online cloud resource provisioning with

demand prediction, by modeling the prediction error and using
a meta learning algorithm to choose online control algorithms.
In these studies, the workload demand (i.e., context in our
work) needs to be predicted, but the cost/reward functions
are perfectly known. By contrast, we consider online context
sequence prediction in bandit setting where the reward/cost
function needs to be learned.

III. PROBLEM FORMULATION

We follow the standard contextual bandit setting, with key
exceptions on the source of context. Specifically, at round t,
the true context xt 2 Rd, kxtk  1 is only revealed after
selecting an action from an action set A of size K. Before
that, the agent can predict a context based on history context
information plus auxiliary side information if available. Since
context typically exhibits temporal correlation, time-series
learning algorithms including statistical models like SES,
ARIMA, and deep learning techniques like LSTM can be used
to predict a new context by exploiting the history of revealed
contexts. In addition, more accurate context can be available
by querying an outside expert subject to a total number of
queries (i.e., query budget). We denote the predicted context
(with or without query) obtained before arm selection as x̂t

and assume that the prediction error is et = kx � x̂tk  ⇤,
i.e. the true context xt 2 B⇤ (x̂t) = {x | kx� x̂tk  ⇤}.

If the agent selects an action at 2 A according to the
predicted context x̂t, then a reward is generated by the true
context which is expressed as fat(xt), where fa : D !

[�B,B] with a 2 A is the reward function to be learned,
in which D 2

�
x | x 2 Rd

, kxk  1
 

is the context domain
and B is the range bound. Assume that the reward function
fa belongs to a Reproducing Kernel Hilbert Space (RKHS)
Ha generated by kernel function ka : D ⇥ D ! R. By the
reproducing property, the reward function can be expressed as
fa (x) = h'a (x) , fai where 'a : D ! Ha is the mapping
function from context domain to RKHS with respect to the
kernel function ka, i.e. ka (x, x0) = h'a (x) ,'a (x0)i and fa

is the representation of the reward function in the RKHS.
Note that the considered reward model captures the non-
linear reward cases where there exists the problem of selective
context query discussed in Section VI.

In addition, we assume the mapping function 'a(x) is
locally Lipschitz continuous for every context in D, i.e.
8x̂ 2 D, 8x 2 B⇤ (x̂), k'a(x)� 'a(x̂t)k  L'a (x̂) kx� x̂k.
Then the reward function fa is locally Lipschitz continuous
with constant La (x̂) = L'a (x̂)B, i.e. |fa (x̂) � fa (x) | 
La (x̂) kx̂� xk. We will show in Section V-C1 that the local
Lipschitz constant La (x̂) is crucial to model the impact of
instantaneous context prediction error on regret. Since context
domain D is a compact space, local Lipschitz continuity for
every context in D means Lipschitz continuity on D . Thus, the
reward function is Lipschitz continuous with constant La =
maxx̂2D La (x̂), i.e. 8x, y 2 D, |fa(x)� fa(y)|  Lakx� yk.
The Lipschitz continuity assumptions hold for the commonly-
used RBF kernel k(x,y) = exp(�kx�yk2

2�2 ) and Polynomial
kernel k(x, y) =

�
x
T
y + c

�d with Lipschitz constants L' = 1
�
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Algorithm 1 Thompson Sampling with Context Prediction
Initialization Context predictor and reward estimator
for t = 1, · · · , T do

Predict context (with or without query expert )as x̂t

Estimate f̂a,t(x̂t) according to Eqn. (5), for a 2 A

Compute confidence width sa,t(x̂t) according to Eqn. (7)
for a 2 A

Sample f̃a,t (x̂t) from N

⇣
f̂a,t(x̂t), (⌘htsa,t(x̂t))

2
⌘

Select action at = argmaxa2A{ỹa,t}

Observe the reward yt and true context xt

end for

and L' =
qPd

i=0

�d
i

�
ci (d� i)2, respectively. Also, we

denote Lf = maxa2A La as the maximum Lipschitz constant
of reward functions. Further, we assume the reward functions
are differentiable.

After arm selection, the agent receives the revealed true
context xt and reward feedback which is expressed as

yt = fat(xt) + nt, (1)

where the feedback noise nt in Eqn. (1) satisfies R-sub-
Gaussian distribution, which is a common assumption. For-
mally, with the filtration Ft = {x⌧ , y⌧ , a⌧ ⌧ = 1, · · · , t}, we
have 8� 2 R, E [e�nt |Ft�1]  exp

⇣
�2R2

2

⌘
.

Regret. Regret measures the reward loss incurred by a
learning algorithm compared to an optimal oracle. If the best
action at round t is a⇤t = argmaxa2A fa(xt) where the oracle
knows the true context, the instantaneous regret with respect
to the selected arm at can be expressed as

�at,t = fa⇤
t
(xt)� fat(xt). (2)

Likewise, the cumulative regret throughout T rounds is

RT =
TX

t=1

�at,t =
TX

t=1

�
fa⇤

t
(xt)� fat(xt)

�
. (3)

IV. THOMPSON SAMPLING WITH CONTEXT PREDICTION

We present a learning algorithm based on Thompson sam-
pling with context prediction in Algorithm 1. Concretely, at
the beginning of each round, predicted context is obtained
by series learning or querying expert. In Section VI, we will
further specify algorithms to carefully decide when to query
an outside expert for a more accurate context. Then, kernel
ridge regression is used to estimate the reward function fa,
for a 2 A. Let Ta,t be the set of rounds when arm a is
selected before round t. The kernel ridge regression problem
is expressed as

f̂a,t = arg min
f2Ha

8
<

:
X

s2|Ta,t|

(f (xs, a)�ys)
2+�kfk

2
Ha

9
=

; . (4)

By solving the kernel ridge regression, given the predicted
context x̂t, the predicted reward can be expressed as

f̂a,t(x̂t) = kT
a,t(x̂t)(Ka,t + �I)�1ya,t, (5)

where ya,t = [y⌧ ]⌧2Ta,t is the feedback vector with length
|Ta,t|, ka,t(x̂t) = [ka(x̂t, x⌧ )]⌧2Ta,t 2 R|Ta,t| and Ka,t =
[ka(x⌧ , x⌧ 0)]⌧,⌧ 02Ta,t2 R|Ta,t|⇥|Ta,t|. Note that by constructing
a matrix �a,t = ['a(x⌧ )]⌧2Ta,t with |Ta,t| rows, we also
have ka,t(x̂t) = �a,t'a (x̂t) and Ka,t = �a,t�T

a,t. The
estimation error of kernel ridge regression is bounded by the
concentration lemma [18] below.

Lemma 1 (Concentration of Kernel Ridge Regression). As-
sume the reward function is fa(x) with |fa(x)|  B and
belongs to a RKHS with respect to kernel ka. The observation
noise nt satisfies R-sub-Gaussian distribution conditioned on
filtration Ft�1. Kernel ridge regression (5) is used to estimate
the reward function. With probability at least 1��, � 2 (0, 1),
for all x 2 D, a 2 A and t 2 N, the estimation error satisfies

|f̂a,t(x)� fa,t(x)|  htsa,t(x), (6)

where ht =
p
�B+R

p
�a,t � 2 log (�/K), �a,t = log det(I+

Ka,t/�), and the confidence width is sa,t(x) = k'a (x) kV�1
a,t

where Va,t = �T
a,t�a,t + �IH and can be computed as

sa,t(x)=

r
1

�
ka(x, x)�

1

�
ka,t(x)T(Ka,t + �I)�1ka,t(x). (7)

Based on Thompson sampling, the reward is sampled from
a Gaussian distribution with estimated reward f̂a,t(x̂t) as its
mean and estimated confidence width ⌘htsa,t (x̂t), where ⌘

is a constant used to control the degree of exploration, as its
standard deviation. Next, an action is selected by comparing
the sampled rewards. The reward and the true context are
also collected for future reward estimation and online context
prediction, respectively.

V. REGRET ANALYSIS

We now prove an upper bound on the cumulative regret
incurred by Algorithm 1, laying the foundation for designing
selective context query algorithms.

A. Cumulative Regret Analysis
Theorem 1 (Regret Bound). Assume that the reward func-
tion of an action a, a 2 A, |A| = K, is fa with range
[�B,B] belongings to a RKHS generated by a kernel function
ka(x, x0) = 'a(x)T'a(x0) such that the projection function
'a : Rd

! H is Lipschitz Continuous. If Thompson sampling
is used for arm selection in our setting, given the context
prediction error et, t = 1, ..., T , with probability at least
1� �, � 2 (0, 1), the cumulative regret is

RT = O

✓
�T (�)

p
KT�T +

Lf
p
�B

�T (�)EP,T

◆
, (8)

where �T (�) = R
p

2 ln(KT )(�T � 2 log(�/K)), �T =
maxa2A �a,t, �a,t = log det(I+Ka,t/�), Lf is the maximum
Lipschit constant of reward functions, i.e. Lf = maxa2A La

and EP,T =
PT

t=0 et is the total prediction error. ⇤

Remark 1. Theorem 1 shows that the cumulative regret bound
of Algorithm 1 is composed of two parts. The first term is a
standard bandit regret due to reward estimation and bandit
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strategy. Since 8a 2 A, �a,T  d̄ log(1 + |Ta,T |

d̄�
), where d̄

is the rank of Ka,T , the standard regret term is sub-linear in
time. The second term depends on the prediction error and the
constant regarding the continuity of the reward function.

Importantly, Theorem 1 also shows that even if the es-
timation of reward function is perfectly accurate, the agent
may still not be able to choose the best action because of
the possibly erroneous predicted context before arm selec-
tion. The second regret term cannot be eliminated in general
cases, provided that accurate context is lacking. To illustrate
this point, consider a toy example where the context series
xt = 0.5sin(⇡2 t)+⇠t�0.5, where ⇠t ⇠ Bernoulli (0.5). There
are two arms whose reward functions are f1 (xt) = sign(xt)
and f2 (xt) = �sign(xt). If the agent predicts the context as
the expected context x̂t = 0.5sin(⇡2 t) and select arm based
on the predicted context, then if t is even, the two arms have
equal chance to be the optimal one, so the cumulative regret
RT increases linearly even if the agent knows the two reward
functions exactly. Nevertheless, we will show in V-C1 that the
regret structure in Theorem 1 is the basis to decide when to
query a more accurate context in the proposed context query
algorithms for effectively reducing the linear regret term. ⇤

B. Proof Sketch
As outlined below, the proof of Theorem 1 differs from that

for standard settings with true context [15], [18].
1) Error of Reward and Confidence Width: The first lemma

bounds the error of confidence width by the property of the
Lipschitz continuity.

Lemma 2 (Error Bounds of Confidence Width ). Assume that
a reward function fa with range [�B,B] belongs to a RKHS
generated by a kernel function ka(x, x0) = 'a(x)T'a(x0),
and fa is locally Lipschitz continuous within the neighborhood
domain B⇤ (x̂t) of the predicted context x̂t with constant
La (x̂t) = L'a (x̂t)B, then the confidence width with respect
to x̂t satisfies

sa,t(x̂t) 
La (x̂t)
p
�B

et + sa,t(xt) (9)

Proof. Since the local Lipschitz constant of reward function
fa at B⇤ (x̂t) is La (x̂t) = BL'a (x̂t) where L'a (x̂t) is the
local Lipschitz constant of the mapping function ', by the
definition of confidence width in Lemma 1, we have
sa,t(x̂t) = k'a (x̂t) kV�1

a,t

 k'a(x̂t)� 'a(xt)kV�1
a,t

+ k'a(xt)kV�1
a,t


1
p
�
L'a (x̂t) et + sa,t(xt) =

Lfa (x̂t)
p
�B

et + sa,t(xt),

(10)

where the first inequality comes from triangle inequality, the
second inequality holds because eig(V�1

a,t) 
1

p

�
and the last

inequality comes from Lipschitz Continuity of 'a(x).

2) Gaussian Sampling Based on Predicted Context: We
now give some lemmas and definitions of sampling concentra-
tion and anti-concentration regarding predicted context, whose
proofs are given in Appendix B.

Lemma 3 (Sampling Concentration). If at round
t, f̃a,t(x̂t) is sampled from Gaussian distribution
N

⇣
f̂a,t(x̂t), (⌘htsa,t(x̂t))

2
⌘

, then with probability at

least 1 �
1
t , |f̃a,t(x̂t) � f̂a,t(x̂t)|  ⌘⌫thtsa,t(x̂t), where

⌫t =
p
2 ln(Kt), holds for all a 2 A. ⇤

Definition 1 (Concentration Events). Kenel ridge regression
concentration event Ep

t : |f̂a,t(x) � fa(x)|  htsa,t(x) holds
for all a 2 A and x 2 D. Sampling concentration event Es

t :
At round t, Sampling Concentration |f̃a,t(x̂t) � f̂a,t(x̂t)| 
⌘⌫thtsa,t(x̂t) holds for all a 2 A. ⇤

Based on the definition of the two concentration events, we
can directly get the overall concentration lemma.

Lemma 4 (Overall concentration). For the Filtration Ft�1

such that Ep
t is true, if Es

t is also true, we have

|fa(x̂t)� f̃a,t(x̂t)|  h
0

tsa,t(x̂t) (11)

where h
0

t = (⌘⌫t + 1)ht. ⇤

Lemma 5 (Sampling Anti-Concentration). For any Filtra-
tion Ft�1 such that E

p
t is true, we have Pr{f̃a,t(x̂t) >

fa(x̂t)|Ft�1} � p, where p = 1
4
p
⇡
⌘e

�
1
⌘2 . ⇤

3) Expected Instantaneous Regret Bound: We next define
the pseudo regret with respect to the predicted context x̂t and
divide the arm set A into saturated/unsaturated arm sets.

Definition 2 (Pseudo Regret). The pseudo regret with respect
to the predicted context x̂t is

�†

a,t = fa†
t
(x̂t)� fat (x̂t) (12)

where a
†

t = argmaxa2A fa (x̂t) is the best action with respect
to predicted context x̂t.

Definition 3 (Saturated/Unaturated Arm). At round t, the
total arm set A is divided into a Saturated arm Set: St =n
a 2 A | �†

a,t > h
0

tsa,t(x̂t)
o

, and an Unsaturated arm Set:

S̄t = {a 2 A | �†

a,t  h
0

tsa,t(x̂t)}, where h
0

t is defined
in Eqn. (11). ⇤

Lemma 6 (Probability of Selected Arm being Unsaturated). If
at is selected by Thompson Sampling according to predicted
context x̂t, then for any Filtration Ft�1 such that Ep

t is true,
we have Pr{at 2 S̄t|Ft�1} � p�

1
t , where p = 1

4
p
⇡
⌘e

�
1
⌘2 .

Proof. If for all a 2 St, f̃a†
t ,t
(x̂t) > f̃a,t(x̂t) holds, then at 2

S̄t is true because a
†

t 2 S̄t and at = argmaxa2A f̃a,t(x̂t).
Thus we have

Pr
�
at 2 S̄t|Ft�1

 
�Pr

n
8a 2 St, f̃a†

t ,t
(x̂t)>f̃a,t(x̂t)|Ft�1

o
.

(13)
If Ep

t and E
s
t are both true for the filtration Ft�1, according

to lemma 4, we have f̃a,t(x̂t) � fa(x̂t)  h
0

tsa,t(x̂t). Then
according to the definition of saturated actions set, we have
f̃a,t(x̂t)� fa(x̂t)  �†

a,t, 8a 2 St which means that

f̃a,t(x̂t)  fa†
t
(x̂t), 8a 2 St. (14)
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Thus, if Ep
t is true for the filtration Ft�1, then we have

Pr{f̃a†
t ,t
(x̂t) > fa†

t
(x̂t)|Ft�1}

 Pr{f̃a†
t ,t
(x̂t) > fa†

t
(x̂t), E

s
t |Ft�1}+ Pr{Ē

s
t |Ft�1}

 Pr{8a 2 St,f̃a†
t ,t
(x̂t)>f̃a,t(x̂t)|Ft�1}+Pr{Ē

s
t |Ft�1}

 Pr{at 2 S̄t|Ft�1}+ Pr{Ē
s
t |Ft�1},

(15)

where the first inequality comes from total probability theorem
and the fact that probability measure is always less than 1,
the second inequality comes from inequality (14) such that if
E

s
t and f̃a†

t ,t
(x̂t)>fa†

t
(x̂t) are ture, then 8a2 St, f̃a†

t ,t
(x̂t) >

f̃a,t(x̂t) is true, and the last inequality comes from inequality
(13). Therefore, according to Lemma 5, we bound the unsat-
urated probability Pr{at 2 S̄t|Ft�1} � p�

1
t .

Lemma 7 (Bound of Expected Instantaneous Regret ). Define
Filtration F

0

t�1 as the union of history Filtration Ft�1 and
the true context at round t, i.e. F 0

t�1 = {Ft�1, xt}. For any
Filtration F

0

t�1 such that Ep
t is true and kx̂t � xtk  et, if

fa belongs to RKHS generated by kernel ka with Lipschitz
continous projection function 'a, then

E[�at,t|F
0

t�1]  C⌘
3h0

t

p
E[sat,t(xt)|F

0

t�1] + jtet +
2B

t
,

where jt =
⇣

3C⌘h
0
t

p
p

�B
+ 1

⌘
Lat (x̂t) +La⇤

t
(x̂t), p = 1

4
p
⇡
⌘e

�
1
⌘2

and h
0

t = (⌘⌫t + 1)ht.

Proof. Define unsaturated action with minimum confidence
width as āt = argmina2S̄t

sa,t(x̂t). Then, for any Filtration
Ft�1 such that Ep

t is true, we have

E[sat,t(x̂t)|Ft�1]

� E[sat,t(x̂t)|at 2 S̄t,Ft�1]Pr{at 2 S̄t|Ft�1}

� sāt,t(x̂t)(p�
1

t
),

(16)

where the first inequality holds by total probability theorem
and the second inequality comes from the definition of āt and
Lemma 6. If Ep

t and E
s
t are both true, then we have

�†

at,t = fa†
t
(x̂t)� fāt(x̂t) + fāt(x̂t)� fat(x̂t)

 �†

āt,t+f̃āt,t(x̂t)�f̃at,t(x̂t)+h
0

t (sāt,t(x̂t)+sat,t(x̂t))

 h
0

t (2sāt,t (x̂t) + sat,t (x̂t)) ,

(17)

where the first inequality holds by using 4 for āt and at,
the second inequality comes from the arm selection method
requiring that f̃at(x̂t) � f̃āt(x̂t). By inequality (17), for any
Filtration Ft�1 such that Ep

t is true, we have

E[�†

at,t|Ft�1]2h0

tsāt,t(x̂t)+h
0

tE[sat,t(x̂t)|Ft�1]+2BPr(Ēs
t)


2h0

t

p�
1
t

E[sat,t(x̂t)|Ft�1]+h
0

tE[sat,t(x̂t)|Ft�1] +
2B

t

 C⌘
3h0

t

p
E[sat,t(x̂t)|Ft�1] +

2B

t
,

where the first inequality comes from total probability theorem
and the fact that �†

at,t  2B, the second inequality comes

from inequality (16) and Lemma 3, the third inequality holds
because there exits a constant C⌘ such that 1

p� 1
t
 C⌘

1
p . For

example, when ⌘ = 1, C⌘ can be 5.
By Local Lipschitz continuity of fa, the regret regarding

the true context is decomposed as

�at,tfa⇤
t
(xt)�fa⇤

t
(x̂t)+fa†

t
(x̂t)�fat(x̂t)+fat(x̂t)�fat(xt)


�
La⇤

t
(x̂t) + Lat (x̂t)

�
et +�†

at,t.

(18)

Thus, we have

E
⇥
�at,t|F

0

t�1

⇤

�
La⇤

t
(x̂t) + Lat (x̂t)

�
et + E

h
�†

at,t|Ft�1

i


�
La⇤

t
(x̂t) + Lat (x̂t)

�
et + C⌘

3h0

t

p
E[sat,t(x̂t)|Ft�1] +

2B

t

 jtet + C⌘
3h0

t

p
E[sat,t(xt)|F

0

t�1] +
2B

t

where the first inequality is because the pseudo re-
gret �†

at,t is independent with the true context xt, so
E
h
�†

at,t|F
0

t�1

i
= E

h
�†

at,t|Ft�1

i
, the second inequality

comes from inequality (18), and the third inequality holds due
to E[sat,t(x̂t)|Ft�1] = E[sat,t(x̂t)|F 0

t�1] and Lemma 2.

4) Cumulative Regret Bound: Finally, a super-martingale
process is created based on the expected instantaneous regret
bound and by Azuma-Hoeffding inequality, the cumulative
regret can be bounded.

Lemma 8 (Cumulative Regret Bound). The assumptions are
the same as Theorem 1. If Thompson Sampling is used for arm
selection, given the context prediction error et, t = 1, ..., T ,
with probability at least 1��, � 2 (0, 1), the cumulative regret
is

RT 
3C⌘h

0

T

p

p
2TK�T + jTEP,T + 2B ln(T + 2)

+
p
2 ln(2/�)T (4B +

3C⌘

p
p
�
h
0

T + 2jT ),

where C⌘ and p = ⌘

4
p
⇡e

1
⌘2

are constants, �T = maxa2A �a,t,

h
0

T = (⌘⌫T + 1)hT , hT =
p
�B + R

p
�T � 2 log (�/K),

⌫T =
p
2 ln(KT ), jT =

⇣
3C⌘h

0
T

p
p

�B
+ 2

⌘
Lf where Lf =

maxa2A La, and EP,T =
PT

t=1 et.

Proof. Define r̄t = �at,tI{E
p
t } where I{Ep

t } = 1 if
E

p
t is true and I{Ep

t } = 0 otherwise, Yt = r̄t �

C⌘
3h0

t
p sat,t(xt) � jtet �

2B
t and Zt =

Pt
s=1 Ys, Z0 = 0.

Then {Zt; t = 0, ..., T} is a supermartingale corresponding
to filtration F

0

t . Moreover, |Zt � Zt�1| can be bounded as
|Zt � Zt�1| = |Yt|  4B + 3C⌘

p
p

�
h
0

t + 2jt, where the first
inequality comes from |r̄t|  �at,t  2B, sat,t(xt) 

�max(Vat,t)
p

k(xt, xt) 
1

p

�
and et  2. By Azuma-

Hoeffding Inequality, with probability at least 1� �
2 , we have

ZT � Z0 

p
2 ln(2/�)T

⇣
4B + 3C⌘

p
p

�
h
0

T + 2jT
⌘
, where the
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second inequality is because h
0

t  h
0

T and jt  ( 3C⌘h
0
T

p
p

�B
+

1)Lat + La⇤
t


⇣
3C⌘h

0
T

p
p

�B
+ 2

⌘
Lf = jT .

According to Lemma 1, for all t 2 N ,EP
t is true with prob-

ability 1� �
2 . By union bound of probability, with probability

at least 1� �, we have

TX

t=1

�at,t=
TX

t=1

r̄t
3C⌘

p

TX

t=1

h
0

tsat,t(xt)+
TX

t=1

jtet+

2B
TX

t=1

1

t
+
p
2 ln(2/�)T (4B +

3C⌘

p
p
�
h
0

T + 2jT ).

(19)

Thus, the bound in Lemma 8 can be obtained by Lemma 9
and the fact that EP,T =

PT
t=1 et.

By considering the definition of h0

T , vT and jT in Lemma 8
and absorbing lower order terms in the bound of Lemma 8 us-
ing O notation, we obtain the cumulative regret in Theorem 1.

C. Impact of Prediction Error

As shown in Theorem 1, the impact of prediction error on
the cumulative regret bound is RP,T = Lf

p

�B
�T (�)EP,T .

1) Is Prediction Error Reducible?: In our setting, by ob-
serving true contexts after arm selection during the learning
process, the amount of training data for the context predictor
is increasing over time. Nonetheless, for general machine
learning models, by the bias-variance decomposition [24], the
expected prediction error can be decomposed into estimation
bias due to model mismatch, estimation variance determined
by the model complexity and the amount of training data, and
a noise term from the randomness. The estimation variance can
be reduced with the increasing amount of revealed contexts,
but model mismatch and noise term always exist due to
data outliers and changes in the real word [25]. Therefore,
there is always an irreducible term in prediction error EP,T .
Thus, unless exogenous information about the true context is
provided (i.e., queried an outside expert), the regret cannot be
cannot be further reduced due to irreducible prediction errors.

2) Elasticity of Prediction-Error-Induced Regret: We define
the elasticity of prediction-error-induced cumulative regret as
El = Lf

p

�B
�T (�), where � is the hyper-parameter in ridge

regression, Lipschitz constant Lf

B is determined by the kernel
functions and �T (�) ⇠ O (log (T )) is a slowly increasing
term. Further, the instantaneous elasticity corresponding to
instantaneous regret �t, which is denoted as Elt, is proved
to be jt in Lemma 7 which relies on reward function’s local
Lipschitz constants regarding the best action and the selected
action La⇤

t
(x̂t) and Lat (x̂t). A smaller elasticity means the

regret bound is less sensitive to prediction error, thus achieving
a smaller regret bound for the same amount of prediction error.
Thus, to decrease regret with a limited query budget, the agent
should query an expert to obtain more accurate context when
the reward function’s local Lipschitz constant is high, since
otherwise the instantaneous regret could become really large
due to high elasticity and possibly large prediction error.

VI. SELECTIVE CONTEXT QUERY

If additional exogenous information is available by querying
an expert (at a cost), the expert-provided information together
with the agent’s own context history can be jointly utilized to
get more accurate context [26]. Alternatively, a more accurate
(or even true) context may be directly obtained via query. In
either case, such context query can help reduce the context
prediction error and, as shown in Theorem 1, also the overall
regret. Next, we first provide a local elasticity estimation
method, and then give two selective context query algorithms
based on elasticity at each round.

A. Instantaneous Elasticity Estimation
Denote the predicted context without query as x̂

P
t . Accord-

ing to the definition of elasticity in Section V-C2, instan-
taneous elasticity relies on local Lipschitz constant La(x̂P

t )
which is related to the gradient of reward function. Denote
the gradient of reward function with respect to context x as
ga (x) = Ofa (x). By the mean value theorem, for context x 2

B⇤

�
x̂
P
t

�
, we have

��fa (x)� fa

�
x̂
P
t

���=
���ga (ẋt)

T�
x� x̂

P
t

����
kga (ẋt) kkx�x̂

P
t k, where ẋt = (1�c)x+cx̂

P
t , c 2 [0, 1]. Thus

the local Lipschitz constant of fa at B⇤

�
x̂
P
t

�
is La

�
x̂
P
t

�
=

maxx2B⇤(x̂P
t )

kga (x) k. This means that the local Lipschitz
constant depends on the gradient of reward function which at
round t can be estimated as

ĝa,t (x) = k̇T
a,t(x)(Ka,t + �I)�1ya,t (20)

where k̇a,t(x) = [Oxk(x, x⌧ )]⌧2Ta,t 2 R
|Ta,t|⇥d. The next

proposition bounds the estimation error of gradient, whose
proof is in Appendix D.

Proposition 1 (Concentration of Gradient Estimation). The
assumptions are the same as Lemma 1. If Eqn. (20) is used
to estimate the gradient, then with probability at least 1� �,
� 2 (0, 1), for all a 2 A and t 2 N, the estimation error

kĝa,t(x)� ga(x)k2  htṡa,t(x), (21)

where ht =
p
�B + R

p
�a,t � 2 log (�/K), and �a,t =

log det(I + Ka,t/�), ṡa,t(x) = kO'a(x)V
�

1
2

a,t k2 =
�max(

1
� k̈(x, x) �

1
� k̇a,t(x)T (Ka,t + �I)�1k̇a,t(x)) where

k̈(x, x) = Ox2Ox1ka(x1
, x

2) |x1,x2=x. ⇤

By the expression of ṡa,t(x) in Proposition 1, the gradient
estimation error can be reduced because the eigenvalues of
V�1

a,t do not get larger with more feedback collected. However,
by Lemma7, the instantaneous elasticity Elt = jt relies
on the local Lipschitz constants regarding the best action
and the selected action a

⇤

t and at, which are not known by
the agent before arm selection. Since a

⇤

t and at are both
“relatively good” arms, we propose to estimate the local
Lipschitz constant as the average local Lipschitz constants of
top Ktop arms. Formally, the local Lipschitz constant at round
t is estimated as

L̂t =
1

Ktop

X

a2Atop

kĝa,t(x̂
P
t )k2, (22)
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Algorithm 2 Threshold-based Context Query
Input: Query budget Qb; Threshold Th;

Initialization Query decision Dq = 0; Counter Qc = 0
for t = 1, · · · , T do

if Dq = 0 then

Predict context without query as x̂
P
t

else

Predict context with query as x̂
Q
t

end if

Select actions at by Algorithm 1
After context xt is revealed:
Predict context at next round without query as x̂t+1

Predict Lipschitz constant L̂t+1 by Eqn. (22)
if L̂t+1 > Th and Qc < Qb then

Dq = 1; Qc = Qc+ 1
else

Dq = 0
end if

end for

where Atop is the set of top Ktop arms with largest f̂a,t(x̂P
t ).

B. Selective Context Query Algorithms
To decrease regret with a limited query budget, context

query is more helpful when the reward function’s local elas-
ticity (also local Lipschitz constant) is high (i.e., the reward is
more sensitive to context errors). We consider two algorithms
for selective context query subject to a query budget Qb (i.e.,
total number of queries) within T rounds.

1) Threshold-based Context Query: The threshold-based
query algorithm is described in Algorithm 2, which makes
the selective context query decision based on whether the
estimated Lipschitz constant exceeds a preset threshold.

2) Threshold-free Context Query: Motivated by receding
horizon control [27], the threshold-free Algorithm 3 predicts
the Lipschitz constants over a window of the next W rounds
based on a W -step context prediction, and computes a query
budget Nq in this window. Then, it decides to query an expert
during certain rounds with Nq largest predicted Lipschitz
constants over the window.

Theoretically bounding the performance of selective context
query is challenging due to the coupling of query decisions
with reward estimation and the use of predicted Lipschitz con-
stants. We will empirically assess the context query algorithms.

VII. SIMULATIONS ON CLOUD VM SELECTION

A. Problem Statement and Settings
Many institutes and individuals place their applications on

public cloud platforms. A could service provider offers many
types of VMs. Typically, VMs with a higher capacity offer
better performance but also cost more. Some cloud providers
offer intelligent autoscaling services to help users maintain a
desired performance level and save money, e.g. autoscaling
in Amazon EC2. However, it is still challenging for a cloud
user to find a good VM type for its application, because

Algorithm 3 Threshold-free Context Query
Input: Query budget Qb, Decision Window W

Initialization Query decision vector Dq = 0T , residual
query budget Rqb = Qb

for t = 1, · · · , T do

if Dq[t] = 0 then

Predict contexts without query as x̂
P
t

else

Query contexts with query as x̂
Q
t

end if

Select actions at by Algorithm 1
After context xt is revealed:
if t mod W = 0 then

Predict contexts without query in W steps:
x̂
P
t+1, · · · x̂

P
t+W

Predict Lipschitz constant L̂t+w by Eqn. (22) for w =
1, · · · ,W

Query number in the next W step is Nq =
j

Rqb
T�tW

k

Select Nq largest Lipschitz constants and get their
round stamps tq1, · · · tqNq

Set Dq[tqn] = 1 for n = 1, · · · , Nq

Rqb = Rqb�Nq

end if

end for

the workload performance is time-varying depending on the
workload demand as well as the cloud provider’s internal
configurations that may not be fully exposed.

Contextual bandit can be applied by users to select VM
types to balance the performance and payment. Here, the
workload demand at round t is the context xt, which can
be predicted simply by workload history or queried more
accurately with some effort/cost (e.g. using better workload
monitoring and prediction services offered by the cloud) and is
known at the end of this round. The arm set A is the collection
of VM instance types to be selected. For example, as shown in
Table I, Amazon EC2 has several types of compute-optimized
instances [28], each with different computing capacities and
prices. The processing speed of an instance type a 2 A

is µa. During the service, autoscaling guarantees the VM
utilization xt

Na(xt)µa
less than a threshold � by automatically

adjusting the number of scheduled VM instances. Thus, the
actual number of scheduled instances is Na(xt) =

h
xt
µa�

i+
,

where [x]+ is the least integer larger than x. For the sake of
evaluation, we model the latency performance using an M/M/1
queueing model and assume equal workload distributions
among scheduled instances [27]. Hence, the total delay can be
expressed as Delaya = xt

µa�
xt

Na(xt)
. Letting w be the weight to

convert the total delay into a monetary cost, the cost function
for selecting arm a is fa(xt) = paNa(xt) +wDelaya, where
pa is the price per instance. Note that we use the cost function
for evaluation, but the function parameters (e.g., µa) may not
be known to the agent, which hence applies bandit learning to
select VM types based on runtime cost feedback.
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(a) Query for 5% of Rounds (b) Query for 10% of Rounds (c) Query for 20% of Rounds
Fig. 1. Cumulative regret with different algorithms and query budgets. “True Context” and “Predicted Context” are Thompson sampling based on true context
and predicted context respectively (without query). “Threshold-based Query” and “Threshold-free Query” are Thompson sampling combined with Algorithm 2
and with Algorithm 3, respectively. “Random Query” is Thompson sampling where context query is performed randomly within query budgets.

TABLE I
VCPU # AND PRICE OF AMAZON C4 INSTANCES

Instance c4.l c4.xl c4.2xl c4.4xl c4.8xl
VCPU 2 4 8 16 36
Price 0.124 0.249 0.498 0.997 1.993

We run simulations using compute-optimized C4 instances
of Amazon EC2 [28]. The number of vCPUs and prices pa for
different C4 instances are shown in Table I. We assume that
the computation speed of one instance µa is proportional to its
number of vCPUs. The threshold of utilization is � = 0.6 and
the weight is w = 1/6. Assume that a user runs an application
for 30 days in the cloud and dynamically selects one VM type
from Table I for the application every hour.

We use workload (context) traces from [29] as our data set,
while noting that any traces (not necessarily run on Amazon
EC2) can be used to drive our simulation. LSTM is adopted as
our online context predictor. A snapshot of the real workload,
one-hour predicted workload, six-hour predicted workload and
their corresponding prediction errors for 10 days (240 hours)
are shown in Fig. 2. The prediction results in Fig. 2 are
only based on history revealed context (without query). The
prediction error is mostly less than 10%. For simplicity, we
assume that the error of externally queried context is zero to
validate our selective query algorithms.

The simulations of VM selection are run with query budgets
Qb = 36 (5% of the total rounds), Qb = 72 (10% of
the total rounds) and Qb = 144 (20% of the total rounds),
respectively. When estimating the local Lipschitz constant, we
take average of Lipschitz constants of top three optimal arms,
i.e. Ktop = 3. The query threshold in Algorithm 2 is larger if
less query budget is available. By tuning hyperparameters in
our simulation, the query threshold in Algorithm 2 is set as 3
for 5% query, 2.5 for 10% query and 1.5 for 20% query. The
decision window in Algorithm 3 is set as 6 hours.

B. Results
We show the cumulative regret of Thompson sampling with

or without context query in Fig. 1. Thompson sampling with
perfectly true context is a performance benchmark with the
lowest regret. Except for this case, the cumulative regret of
all the other algorithms without true context has a trend of

Fig. 2. Workload Trace and Prediction Error.

linear increase, because the prediction of workload trace has
an irreducible error as explained in Section V. Importantly,
Thompson sampling with only predicted context has the
highest regret at most rounds, while the Thompson Sampling
with random context query strategy only reduces the regret
to a small extent at best. By contrast, our selective context
query algorithms can reduce the cumulative regret effectively
compared to the prediction-only case. Additionally, we find
that the cumulative regret becomes lower with larger query
budgets. These results are consistent with and hence validate
our analysis in Section V, demonstrating the effectiveness of
our proposed selective context query algorithms in terms of
reducing the cumulative regret in the presence of irreducible
context prediction errors.

VIII. CONCLUSION

In this paper, we study contextual bandit with predicted con-
text. Our analysis shows that compared to an oracle with true
context, the overall regret achieved by a learning algorithm
using Thompson sampling includes both regret due to learning
the reward function and the regret due to context prediction
error. Then, to decrease the total regret, we propose selective
context query algorithms to obtain more accurate context from
an expert subject to a total query budget. Finally, we apply our
bandit learning to VM selection in cloud computing and run
simulations to validate our analysis and algorithms.
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APPENDIX

A. Proof of Lemma 1

Proof. Construct matrix �a,t = ['(x⌧ )]⌧2Ta,t with |Ta,t|

rows. Then, we have Ka,t = �a,t�T
a,t and by triangle

inequality,

|fa(x)� f̂a,t(x)|  |fa(x)� kT
a,t(x)(Ka.t + �I)�1�a,tfa|

+ |kT
a,t(x)(Ka,t + �I)�1n�a,t |.

Let Va,t = �T
a,t�a,t + �IH For the first term, we have

|fa(x)� kT
a,t(x)(Ka,t + �I)�1�a,tfa|

= |'(x)T fa � '(x)T (�T
a,t�a,t + �IH)�1�T

a,t�a,tfa|

= |�'(x)T (�T
a,t�a,t + �IH)�1

fa| 
p

�Bk'(x)kV�1
a,t
,

(23)

where the first equality comes from matrix inversion lemma
and the inequality comes from Cauchy-Schwartz inequality
and kfakV�1

a,t
 kfakeigmax(Va,t) 

B
p

�
. Define the confi-

dence width as sa,t = k'(x)kV�1
a,t
. More explicitly, by the

property of kernel function, we have

s
2
a,t(x) = '(x)T (

1

�
IH �

1

�
�T

t (�I+ �t�
T
t )

�1�t)'(x)

=
1

�
k(x̂, x̂)�

1

�
ka,t(x̂)

T (Ka,t + �I)�1ka,t(x̂).

Thus, the inequality (23) can be rewritten as

|fa(x)� kT
a,t(x)(Ka,t + �I)�1�a,tfa| 

p

�Bsa,t(x). (24)

For the second term, we have the following inequalities.

|kT
a,t(x)(Ka,t+�I)�1nTa,t|=|'(x)

T(�T
a,t�a,t+�I)�1�T

a,tn�a,t|

 sa,t(x)knTa,tkKa,t(Ka,t+�I)�1 ,

(25)

where the inequality comes from Cauchy-Schwartz inequality.
Let �a,t = log det (Ka,t/�+ I). According to Theorem 1 in
[18], with probability 1��/K, for t 2 N and a 2 A, we have
knTa,tkKa,t(Ka,t+�I)�1  R

p
�a,t � 2 log(�/K). Combining

Eqn. (24) and Eqn. (25), we can get the result.

B. Proofs about Gaussian Sampling

Proof of Lemma 3

Proof. Since f̃a,t(x̂t) ⇠ N

⇣
f̂a,t(x̂t), ⌘htsa,t(x̂t)

⌘
, according

to Lemma 6 in [16]), we have Pr

n
|f̃a,t(x̂t)�f̂a,t(x̂t)|

⌘htsa,t(x̂t)
� �

o


e
��2/2

. Let e
��2/2 = 1

Kt , K = |A|, we have
Pr

n���f̃a,t (x̂t)� f̂a,t (x̂t)
����⌘htsa,t (x̂t)

p
2 ln(Kt)

o


1
Kt .

Let ⌫t =
p
2 ln(Kt). By union bound, for all a 2 A,

Pr

n���f̃a,t(x̂t)� f̂a,t(x̂t)
���  ⌘⌫thtsa,t(x̂t)

o
� 1� 1

t .

Proof of Lemma 5

Proof. If the events E
p
t holds, then

Pr

n
f̃a,t(x̂t) > fa(x̂t)|Ft�1

o

= Pr{f̃a,t(x̂t)� f̂a,t(x̂t) > fa(x̂t)� f̂a,t(x̂t)|Ft�1}

� Pr{
f̃a,t(x̂t)� f̂a,t(x̂t)

⌘htsa,t(x̂t)
>

htsa,t(x̂t)

⌘htsa,t(x̂t)
|Ft�1}�

1

4
p
⇡
⌘e

�
1
⌘2
,

where the first inequality holds since E
p
t is true and the second

inequality comes from Lemma 7 in [18].

C. Proof About Sum of Confidence Width
Lemma 9 (Sum of Confidence Width). Assume the reward
function is fa(x) with |fa(x)|  B and belongs to a RKHS
with respect to function k(x, x0) = '(x)T'(x). Then the
confidence width at round t defined in Lemma 1 satisfiesPT

t=1 sat,t(xt) 
p
2KT�T , where �T = maxa2A �a,T 

d̄ log(1 + T
d̄�

) where d̄ is the rank of Ka,T . ⇤

Proof. By the confidence width defined in Lemma 1, we
have

P
t2Ta,T

s
2
a,t(xt) =

P
t2Ta,T

'a (xt)
T V�1

a,t'a (xt) 

2 log
�
det( 1�Va,T )

�
= 2 log det (Ka,T /�+ I) , where

the inequality comes from Lemma 11 in [14] with the
choice � � max {1, B} and the last equality holds due
to Sylvester’s determinant theorem. Then, by Hölder’s
inequality, we have

PT
t=1 sat,t(xt) 

q
T
PT

t=1 s
2
at,t(xt) =q

T
P

a2A

P
t2Ta,T

s2a,t(xt) 
p
T
P

a2A
2�a,T 

p
2TK�T , where the first inequality comes from

Hölder’s inequality and the last inequality is because
�T = maxa2A �a,t.

D. Proof of Proposition 1
Proof. The estimation error can be decomposed as kga(x) �
ĝa,t(x)k2 kga(x) � k̇T

a,t(x)(Ka.t + �I)�1�a,tfak2 +
kk̇T

a,t(x)(Ka,t + �I)�1nTa,tk2. where the inequality comes
from ya,t = �a,tfa + nTa,t and triangle inequality.

For the first term, remind that Va,t = �T
a,t�a,t +

�IH. Thus, we have kga(x) � k̇T
a,t(x)(Ka,t +

�I)�1�a,tfak2 = k�O'a(x)T (�T
a,t�a,t + �IH)�1

fak2 

�kfakV�1
a,t
kO'a(x)V

�
1
2

a,t k2 
p
�BkO'a(x)V

�
1
2

a,t k2, where
the first equality comes from matrix inversion lemma and
the first inequality comes from Cauchy-Schwartz inequality
and the second inequality holds because kfakV�1

a,t


kfakeigmax(Va,t) 
B
p

�
. Define ṡa,t = kO'a(x)V

�
1
2

a,t k2 =

�max

⇣
1
� k̈(x, x)�

1
� k̇a,t(x)T(Ka,t + �I)�1k̇a,t(x)

⌘
, where

k̈(x, x) = Ox2Ox1ka(x1
, x

2) |x1,x2=x. Thus, it follows

kga(x)� k̇T
a,t(x)(Ka,t + �I)�1�a,tfak2 

p

�Bṡa,t. (26)

For the second term, by Theorem 1 in [18], we have

kk̇T
a,t(x)(Ka,t+�I)�1nTa,tk2 ṡa,t(x)knTa,tkKa,t(Ka,t+�I)�1

 ṡa,t(x)R
q
�a,t � 2 log(�/K).

which, together with Eqn. (26), completes the proof.
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