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Abstract

Online optimization with multiple budget constraints is chal-
lenging since the online decisions over a short time hori-
zon are coupled together by strict inventory constraints. The
existing manually-designed algorithms cannot achieve sat-
isfactory average performance for this setting because they
often need a large number of time steps for convergence
and/or may violate the inventory constraints. In this paper,
we propose a new machine learning (ML) assisted unrolling
approach, called LAAU (Learning-Assisted Algorithm Un-
rolling), which unrolls the agent’s online decision pipeline
and leverages an ML model for updating the Lagrangian mul-
tiplier online. For efficient training via backpropagation, we
derive gradients of the decision pipeline over time. We also
provide the average cost bounds for two cases when training
data is available offline and collected online, respectively. Fi-
nally, we present numerical results to highlight that LAAU can
outperform the existing baselines.

1 Introduction
Online optimization with budget (or inventory) constraints,
also referred to as OOBC, is an important problem model-
ing a wide range of sequential decision-making applications
with limited resources, such as online virtual machine re-
source allocation [1, 2], one-way trading in economics [3],
resource management in wireless networks [4, 5], and data
center server provisioning [6]. More specifically, when vir-
tualizing a physical server into a small number of virtual ma-
chines (VMs) to satisfy the demand of multiple sequentially-
arriving jobs, the agent must make sure that the total VM re-
source consumption is no more than what the physical server
can provide [7]; additional examples can be found in Ap-
pendix B.

In an OOBC problem, online actions are selected sequen-
tially to maximize the total utility over a short time hori-
zon while the resource consumption over the time horizon is
strictly constrained by a fixed amount of inventory (i.e., vio-
lating the inventory constraint is naturally prohibited due to
physical constraints). Consequently, the short time horizon
(e.g., 24 hourly decisions in a day) and the strict inventory
constraint present substantial algorithmic challenges — the
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optimal solution relies on complete offline context informa-
tion, but in the online setting, only the online contexts are
revealed and the exact future contexts are unavailable for
decision making [8, 9].

A relevant but different problem is online optimization
with (long-term) constraints [10, 11, 12, 13, 4, 14]. In the lit-
erature, a common approach is to relax the long-term capac-
ity constraints and include them as additional weighted costs
into the original optimization objective, i.e., Lagrangian re-
laxation [15, 16, 10, 4]. The Lagrangian multiplier can be
interpreted as the resource price [2], and is updated at each
time step by a manually-designed algorithm such as online
gradient (mirror) descent [17, 16, 18, 10, 4]. These algo-
rithms can achieve good performance theoretically, but they
require a sufficiently long time horizon for the Lagrangian
multiplier to converge, which hence may not fit into the
OOBC setting with short-term inventory constraints. Addi-
tionally, some studies consider constraints on average (i.e.,
equivalently, long-term constraints) [19, 20] or bound the vi-
olation of the constraints [4, 21, 22]. Thus, they do not apply
to strict inventory constraints over a short time horizon.

The challenges of OOBC with short-term and strict inven-
tory constraints can be further highlighted by that competi-
tive online algorithms have only been proposed very recently
under settings with linear constraints [8, 9]. Concretely, CR-
Pursuit algorithms are proposed to make actions by fol-
lowing a pseudo-optimal algorithm based on the competi-
tive ratio pursuit framework in linear single-inventory [8]
and multi-inventory settings [9], respectively. Nonetheless,
these algorithms are significantly limited in several aspects.
First, they are parameterized by a crucial hyperparameter π
that directly decides the competitive ratio ( 1π ), but π should
be very small to guarantee the feasibility for each OOBC
instance. This limits the practicability of these algorithms.
Second, they only consider simple settings where the re-
source consumption is a linear function of the online action.
Lastly, they treat each OOBC problem instance as a com-
pletely new one and focus on the worst-case competitive ra-
tio without considering the available historical data obtained
when solving previous OOBC problems. Thus, their conser-
vative nature does not result in a satisfactory average perfor-
mance.

By tapping into the power of historical data, a natu-
ral idea for OOBC is to train an machine learning (ML)



based optimizer. Indeed, reinforcement learning has been
proposed to solve online allocation problems in other con-
texts [23, 24, 25]. But, the existing ML-based algorithms
for online optimization typically learn online actions in an
end-to-end manner without exploiting the structure of the
online problem being studied, which hence can have an un-
necessarily high learning complexity and create additional
challenges for generalization to unseen problem instances
[26, 27].

Contribution. We study OOBC with short-term and strict
inventory constraints, and propose a novel ML-assisted un-
rolling approach based on recurrent architectures, called
LAAU (Learning-Assisted Algorithm Unrolling). Instead of
using an end-to-end ML model to directly learn online ac-
tions, LAAU uniquely exploits the LAAU problem structure
and unrolls the agent’s online decision pipeline into decision
pipeline with three stages/layers — update the Lagrangian
multiplier, optimize decisions subject to constraints, and up-
date remaining resource budgets — and only plugs an ML
model into the first stage (i.e., update the Lagrangian mul-
tiplier) where the key bottleneck for better performance ex-
ists. Thus, compared with the end-to-end model, LAAU ben-
efits generalization by exploiting the knowledge of deci-
sion pipeline [26]. Moreover, when the action dimension
is larger than the number of constraints (i.e., the dimension
of Lagrangian multipliers), the complexity advantage of us-
ing LAAU to learn Lagrangian multipliers can be further en-
hanced compared to learning the actions using an end-to-end
model.

It is challenging to train LAAU through backpropaga-
tion since the constrained optimization layer is not eas-
ily differentiable. Thus, we derive tractable gradients for
back-propagation through the optimization layer based on
Karush-Kuhn-Tucker (KKT) conditions. In addition, we rig-
orously analyze the performance of LAAU in terms of the
expected cost for both the case when the offline distribu-
tion information is available and the case when the data is
collected online. Finally, to validate LAAU, we present nu-
merical results by considering online resource allocation for
maximizing the weighted fairness metric. Our results high-
light that LAAU can significantly outperform the existing
baselines and is very close to the optimal oracle in terms
of the fairness utility.

2 Related Works
Constrained online optimization. Some earlier works [28,
13] solve online optimization with (long-term) constraints
by estimating a fixed Lagrangian multiplier using offline
data. This approach works only for long-term or average
constraints. Many other studies design online algorithms
by updating the Lagrangian multiplier in an online style
[15, 17, 10, 16, 18]. These algorithms guarantee sub-linear
regrets theoretically, and thus can achieve high utility if the
number of time steps is sufficiently large. Likewise, the
Lyapunov optimization approach addresses the long-term
packing constraints by introducing virtual queues (equiva-
lent to the Lagrangian multiplier) [4, 21, 29]. Nonetheless,
it also requires a sufficiently large number of time steps

for convergence. By contrast, we consider online optimiza-
tion with short-term strict inventory constraints, which, mo-
tivated by practical applications, makes OOBC significantly
more challenging.

Our work is relevant to the studies on OOBC [8, 9] which
design online algorithms to achieve a worst-case perfor-
mance guarantee. However, the crucial hyperparameter π
that directly decides the competitive ratio cannot be easily
known in practice, only simple linear inventory constraints
are considered, and the conservative nature as well as the ig-
norance of historical data make the average performance un-
satisfactory. Comparably, we consider a more general setting
where the inventory constraint can be nonlinear, and utilize
available historical data more efficiently to design ML-based
LAAU that unrolls the online decision pipeline and achieves
favorable average performance.

Algorithm unrolling. LAAU is related to the recent
studies on ML-assisted algorithm unrolling and deep im-
plicit layers, which integrate ML into traditional algorithmic
frameworks for better generalization and interpretability,
lower sampling complexity and/or smaller ML model size
[30, 26, 31, 32, 27]. Algorithm unrolling has been used for
sparse coding [33, 34], signal and image processing [32, 35],
and solving inverse problems [36] and ordinary differen-
tial equations (ODEs) [37]. Also, algorithm unrolling is ap-
plied in Learning to Optimize (L2O) [26, 38]. Among these
works, [39] predicts the Lagrangian multiplier by a model
to efficiently solve offline optimizations which may have a
large number of constraints but allow constraint violations.
These studies have their own challenges orthogonal to our
problem where the key challenge is the lack of complete of-
fline information. Thus, LAAU, to our knowledge, is the first
to leverage ML to unroll an online optimizer for solving the
online convex optimization with capacity constraints, thus
having better generalization than generic RL-based optimiz-
ers to directly obtain end solutions [40, 41, 42].

3 Problem Formulation
Notations: The gradient of x ∈ Rd regarding y ∈ Rq is
denoted as ▽yx ∈ Rd×q . ▽xf(x) ∈ Rd is the gradient
of the function f(x) regarding x ∈ Rd. ▽xxf(x) ∈ Rd×d

is the Hessian matrix of f(x). E[ · ] means taking expecta-
tion. diag(x) returns a diagonal matrix with the diagonal
elements from x.

As in the existing ML-based optimizers for online prob-
lems [42, 40, 41], we consider an agent that interacts with
a stochastic environment. The time horizon of an episode
consists of N time steps. For an episode, two vectors c =
[c1, · · · , cN ]⊤ and B = [B1, · · · , BM ]⊤, where ct is a con-
text vector and Bm ∈ R+ is the total budget for resource
m, are drawn from a certain joint distribution (c,B) ∼ P ,
which we refer to as the environment distribution. Note that
ci and cj for i ̸= j can follow different probability dis-
tributions, and so can Bi and Bj for i ̸= j. The random
vector B = [B1, · · · , BM ]⊤ are revealed at the beginning
of an episode, and represents the budgets for M types of
resources. On the other hand, c = [c1, · · · , cN ]⊤ are on-
line parameters sequentially revealed over N different steps



within an episode. That is, at step t, the agent only knows
c1, · · · , ct, but not the future parameters ct+1, · · · , cN .

At each step t = 1, · · · , N , the agent makes a decision
xt ∈ Rd, consumes some budgets, and also receives a utility.
Given the decision xt and parameter ct, the amount of the
resource consumption is denoted as a non-negative function
gm(xt, ct) ≥ 0, for m = 1, · · · ,M . To be consistent with
the notation of loss function, we use a cost or loss l(xt, ct)
to denote the negative of the utility — the less l(xt, ct), the
better. As the cost function l(·, ct) is parameterized by ct,
knowing ct is also equivalent to knowing the cost function.
We assume that the loss function l and the constraint func-
tions gm,m = 1, · · · ,M are twice continuously differen-
tiable, and either the loss function l or one of the constraint
functions gm,m = 1, · · · ,M is strongly convex in terms of
the decision xt.

For each episode with (c,B) ∼ P , the goal of the agent
is minimizing its total cost over the N steps subject to M re-
source capacity constraints, which we formulate as follows:

min
x=(x1,··· ,xN )

N∑
t=1

l(xt, ct),

s.t.
N∑
t=1

gm(xt, ct) ≤ Bm,m = 1, · · · ,M.

(1)

This is an online optimization problem with inventory
constraints (referred to as OOBC) in the sense that the
short-term strict inventory constraints are imposed for each
episode of N time steps. An episode has its own M capacity
constraints which should be strictly satisfied, and the unused
budgets cannot roll over to the next episode. For ease of no-
tation, given a policy π which maps available inputs to fea-
sible actions, we denote L(π) =

∑N
t=1 l(xt, ct) as the total

loss for one episode and E [L(π)] as the expected total loss
over the distribution of (c,B) ∼ P .

The challenges of OOBC are described as follows. First,
the entire parameter vector c is needed in advance to solve
OOBC, but it is revealed sequentially to the agent in an on-
line manner. Second, the time horizon in an episode (episode
length) can be very short. In this case, there are not many
steps for the algorithm to converge, and bad decisions at
early steps have a large impact on the overall performance.
Besides, unlike some studies that satisfy average constraints
[19, 20] or that only approximately satisfy the constraints
under bounded violations (i.e., soft constraints) [21, 43, 22],
OOBC requires all the constraints in Eqn. (1) be strictly sat-
isfied. This requirement is necessary for many practical ap-
plications with finite available resources (e.g., a data center’s
power capacity must not be exceeded [44]), but makes the
problem more challenging. Last but not least, different from
the works that focus on worst-case performance [8, 9], we
focus on the more practical average cost E [L(π)] over the
distribution P , which requires an effective utilization of the
collected data. More example applications can be found in
the appendix B.

4 Learning-Assisted Algorithm Unrolling
4.1 Relaxed Optimization
The design of LAAU is based on the Lagrangian relaxed op-
timization method which is introduced here. Since it is diffi-
cult to directly solve the constrained optimization in Eqn. (1)
due to the lack of complete offline information in an online
setting, many studies [18, 10, 4] solve the Lagrangian re-
laxed form written as follows:

min
x=(x1,··· ,xN )

N∑
t=1

l(xt, ct) + λ⊤
N∑
t=1

g(xt, ct), (2)

where g(xt, ct) = [g1(xt, ct), · · · , gM (xt, ct)]
⊤ and λ =

[λ1, · · · , λM ]⊤ is the non-negative Lagrangian multiplier
corresponding to the M constraints

∑N
t=1 g(xt, ct) ≤ B.

The multiplier λ with M dimensions essentially relaxes the
M inventory constraints, thus decoupling the decisions over
the N time steps within an episode. It is also interpreted
as the resource price in the resource allocation literature
[2, 45, 4]: A greater λt means a higher price for the resource
consumption, thus pushing the agent to use less resource.
Clearly, had we known the optimal Lagrangian multiplier λ∗

at the beginning of each episode, the OOBC problem would
become very easy. Unfortunately, knowing λ∗ also requires
the complete offline information (c,B), which is not possi-
ble in the online case. Nevertheless, if we can appropriately
update λt in an online manner while strictly satisfying the
constraints, we can also efficiently solve the OOBC prob-
lem. Formally, by using λt that is updated online for each
step t, we can instead solve the following relaxed problem:

min
xt

l(xt, ct) + λ⊤
t g(xt, ct), s.t., g(xt, ct) ≤ bt, (3)

where λt = [λt,1, · · · , λt,M ]⊤, g(xt, ct) =
[g1(xt, ct), · · · , gM (xt, ct)]

⊤, and the remaining bud-
get for step t is bt = B −

∑t−1
s=1 g(xs, cs).

In fact, designing good update rules for λt for each step
t = 1, · · · , N is commonly considered in the literature
[10, 46, 17]. For example, [10, 17] update λt by using dual
mirror descent (DMD), in order to meet long-term con-
straints while achieving a low regret compared to the optimal
oracle. Nonetheless, it requires a large number of time steps
to converge to a good Lagrangian parameter. Likewise, the
Lyapunov optimization technique introduces a virtual queue,
whose length essentially takes the role of λt and is updated
as λt+1 = max

{
λt + g(xt, ct)− 1

NB, 0
}

or in other sim-
ilar ways [4]. Nonetheless, the convergence rate of using
Lyapunov optimization is slow (even assuming ct is i.i.d.
for t = 1, · · · , N ), and there exists a tradeoff between cost
minimization and long-term constraint satisfactory, making
it unsuitable for the short-term constraints that we focus on.

Alternatively, one may want to exploit the distribution in-
formation of (c,B) ∼ P and solve a relaxed problem of-
fline by considering M average constraints (referred to as
AVG-LT). That is, we replace the short-term capacity con-
straints in Eqn. (1) with EP

[∑N
t=1 gm(xt, ct)

]
≤ Bm for

m = 1, · · · ,M . By solving this relaxed problem, we can ob-
tain a Lagrangian multiplier λP that only depends on P but



Algorithm 1: Online Inference Procedure of LAAU

Input: ML model fθ.
1: for t=1 to N do
2: Receive ct, forward propagate fθ and get Lagrangian

multiplier λt = fθ (bt, ct, t̄).
3: Solve the constrained convex optimization in (4) and

make action xt.
4: Update the resource budget bt+1 = bt − g(xt, ct).
5: end for

Figure 1: Architecture of LAAU. The red lines indicate the
flows that need back propagation.

not the specific (c,B). Thus, we can replace λt in Eqn. (3)
with λP . However, since this method uses a constant La-
grangian multiplier for all episodes, we will either be overly
conservative and not using the budgets as much as possible,
or violating the the constraints.

4.2 Algorithm Unrolling
We propose to leverage the powerful capacity of ML to

find a solution. One approach is to train an end-to-end model
that takes the online input information and directly outputs a
decision. But, the end-to-end model should be large enough
to capture the possibly complex logic of the optimal pol-
icy, and the end-to-end models often have poor interpretabil-
ity and worse generalization (see the comparison between
LAAU and the generic end-to-end approach in Section 7).
Therefore, instead of replacing the whole decision pipeline
with ML, we only plug an ML model in the most challeng-
ing stage — online updating of the Lagrangian multiplier λt

needed to solve the relaxed problem in Eqn. (3).
As shown in Algorithm 1 and illustrated in Fig. 1, the de-

cision pipeline at step t can be decomposed into three stages
as follows.

Updating λt. At the beginning of step t = 1, · · · , N , the
ML model takes the parameter ct, the remaining budget bt =
[bt,1, · · · , bt,m]⊤ and the normalized number of remaining
steps t̄ = N−t

N as the inputs, and outputs the Lagrangian
multiplier λt = [λt,1, · · · , λt,m]⊤. Letting fθ denote the ML
model parameterized by θ, we have λt = fθ (bt, ct, t̄) .

Optimization layer. In the optimization layer, we solve a
relaxed convex problem formulated in Eqn. (3). The natural

constraints on the remaining resource budgets ensure that
the strict inventory constraints are always satisfied by LAAU.
We denote the optimization layer as p(ct, λt, bt) and thus
have:

xt = p(ct, λt, bt)=argmin
x

(
l(x, ct) + λ⊤

t g(x, ct)
)
,

s.t., g(x, ct) ≤ bt.
(4)

Updating resource budgets. In the last stage, the remain-
ing resource budgets serve as an input for the next recur-
rence and are updated as bt+1 = B −

∑t
s=1 g(xs, cs) =

bt − g(xt, ct).
Each episode includes N recurrences, each for one de-

cision step. The cost for step t is calculated after the op-
timization layer as l(xt, ct). Note that in the N -th recur-
rence which is the final stopping step, the remaining budget
br = bN − g(xN , cN ) will be wasted if not used up. Thus,
we directly set λN = 0 for the N -th unrolling unit.

5 Training the Unrolling Architecture
To clearly explain the back propagation of the unrolling
model, we first consider the offline training where offline
distribution information is available. Then we extend to the
online training setting where the data is collected online.

5.1 Offline Training
Training Objective For the ease of notation, we de-
note the online optimizer as hθ (B, c). For offline train-
ing, we are given an unlabeled training dataset S =
{(c1,B1) , · · · , (cn,Bn)}, with n samples of (c,B). The
training dataset can be synthetically generated by sampling
from the target distribution for the online input (c,B),
which is a standard technique in the context of learn-
ing to optimize [26, 47, 48, 40, 41]. By forward propaga-
tion, we can get the empirical training loss as L(hθ, S) =
1
n

∑n
i=1

∑N
t=1 l(xi,t, ci,t) where xi,t is the output of the on-

line optimizer hθ regarding ci and Bi. By minimizing the
empirical loss, we get θ̂ = argminθ L(hθ, S).

Backpropagation Typically, the minimization of the
training loss is performed by gradient descent-based algo-
rithms like SGD or Adam, which need back propagation to
get the gradient of the loss with respect to the ML model
weight θ. Nonetheless, unlike standard ML training (e.g.,
neural network training with only linear and activation op-
erations), our unrolled recurrent architecture includes an im-
plicit layer — the optimization layer [31]. Additionally, the
unrolling architecture has multiple skip connections. Thus,
the back-propagation process is dramatically different from
that of standard recurrent neural networks. Next, we derive
the gradients for back propagation in our unrolling design.
Note that the loss l(xt, ct) for any t = 1, · · · , N is directly
determined by the output of the optimization layer xt and
the parameter ct, and xt needs back propagation. Thus, by
the chain rule, we have

▽θl(xt, ct)=▽xt
l(xt, ct)(▽λt

xt▽θ λt+▽bt
xt▽θ bt) . (5)

To get ▽λt
xt and ▽bt

xt in Eqn. (5), we need to perform
back propagation for the optimization layer p(ct, λt, bt).



This is a challenging task and will be addressed in Sec-
tion 5.1. The other gradients in Eqn. (5) include ▽θλt and
▽θbt. Note that λt, which is the ML model output directly
determined by its ML model weight θ, and the remaining
budget bt both need back propagation. Thus, the gradient of
λt with respect to the ML model weight θ is expressed as

▽θλt = ▽θfθ (bt, ct, t̄) +▽bt
fθ (bt, ct, t̄)▽θ bt, (6)

Now, it remains to derive ▽θbt, which is important since
bt is the signal connecting two adjacent recurrences. By the
expression of bt in Line 4 of Algorithm 1, we have

▽θbt = ▽θbt−1+▽xt−1
g(xt−1, ct−1)▽λt−1

xt−1▽θλt−1,
(7)

Combining Eqn. (5), (6) and (7), we get the recurrent expres-
sion for back propagation. Then, by adding up the gradients
of the losses over N time steps, we get the gradient of the
total loss as ▽θL(hθ, S) =

1
n

∑n
i=1

∑N
t=1 ▽θl (xi,t, ci,t).

Differentiating the Optimization Layer It is challenging
to get the close-form solution and its gradients for many
constrained optimization problems. One possible remedy is
to use some black-box gradient estimators like zero-order
optimization [49, 50]. However, zero-order gradient estima-
tors are not computationally efficient since many samples
are needed to estimate a gradient. Another method is to train
a deep neural network to approximate the optimization layer
in Eqn. (4) and then calculate the gradients based on the neu-
ral network. However, we need many samples to pre-train
the neural network, and the gradient estimation error can be
large. To address these challenges, we analytically differen-
tiate the solution to Eqn. (4) in the optimization layer with
respect to the inputs λt, and bt by exploiting KKT condi-
tions [31, 45]. The KKT-based differentiation method, given
in Proposition 5.1, is computationally efficient, explainable
and accurate (under mild technical conditions).
Proposition 5.1 (Back-propagation by KKT). As-
sume that xt and µt are the primal and dual
solutions to Eqn. (4) , respectively. Let ∆11 =

▽xtxt
l (xt, ct) +

∑M
m=1 (λm,t + µm,t)▽xtxt

gm(xt, ct),
∆12 = [▽xt

g (xt, ct)]
⊤, ∆21 = diag(µt) ▽xt

g (xt, ct),
and ∆22 = diag (g (xt, ct)−Bt). If the conditions
in Proposition 5.2 are satisfied, the gradients of the
optimization layer w.r.t. λt and bt are

▽λt
xt = −

(
∆−1

11 +∆−1
11 ∆12Sc (∆,∆11)

−1
∆21∆

−1
11

)
∆12,

▽bt
xt = −∆−1

11 ∆12Sc (∆,∆11)
−1

diag(µt),

where Sc (∆,∆11) = ∆22−∆21∆
−1
11 ∆12 denotes the Shur-

complement of ∆11 in ∆ = [[∆11,∆12]; [∆21,∆22]]. □

We find that to get truly accurate gradient computation by
Proposition 5.2, the Shur-complement Sc (∆,∆11) and ∆11

should be invertible. Otherwise, we can get approximated
gradients by taking pseudo-inverse of Sc (∆,∆11) and ∆11.
The sufficient conditions to guarantee perfectly accurate gra-
dient computation are given in Proposition 5.2.
Proposition 5.2 (Sufficient Conditions of Accurate Differ-
entiation). Assume that the problem in Eqn. (4) satisfies

strong duality. The loss function l or one of the constraint
functions gm,m = 1, · · · ,M is strongly convex with re-
spect to x. Denote A as the index set of constraints that are
activated (i.e., equality holds) under the optimal solution. If
µm,t ̸= 0,∀m ∈ A, the size of the activation set satisfies
|A| ≤ d with d as the action dimension, and the gradients
▽xt

gm(xt),m ∈ A are linearly independent and not zero
vectors, the gradients in Proposition 5.1 are perfectly accu-
rate.
Remark 1. To derive the gradient of Eqn. (4) with respect
to an input parameter, we take gradients on both sides of the
equations in KKT conditions by the chain rule and get new
equations about the gradients. By solving the obtained set
of equations and exploiting the block matrix inversion, we
can derive the gradients with respect to the inputs in Propo-
sition 5.1.

The conditions in Proposition 5.2 are mild in practice.
First, strong duality is easily satisfied for the considered
convex optimization in Eqn. (4) given the Slater’s condition
[45]. Besides, the requirement of strong convexity excludes
linear programming (LP). Actually, LP problems with re-
source constraints are usually solved by other relaxations
other than our considered relaxation in Eqn. (2) [15]. The
other conditions are related to activated constraints. Accord-
ing to the condition of complementary slackness [45], the
condition that optimal dual variables corresponding to the
activated constraints are not zero typically holds. We also re-
quire that the number of activated constraints is less than the
action dimension, and the gradient vectors of the activated
constraint functions under optimal solutions should be inde-
pendent from each other. Given that at most a small number
of constraints are activated in most cases, the two conditions
are easily satisfied. Actually, the independence condition re-
quires that the activated constraints are not redundant — an
activated constraint function is not a linear combination of
any other activated constraint functions; otherwise, it can be
replaced by other constraints. The proof of Proposition 5.2
is given in the appendix D.

5.2 Online Training
In practice, we may have a cold-start setting without many
offline samples. An efficient approach for this setting is on-
line stochastic gradient descent (SGD) with its algorithm
in Appendix A. Concretely, when the i-th instance arrives,
we perform online inference by Algorithm 1. After the in-
stance with N steps ends, we collect the context and bud-
get data of this episode and update the ML model weight θ̂i
by performing one-step gradient descent, i,e, θ̂i = θ̂i−1 −
ᾱ▽θL(hθ̂i−1

, ci) where L(hθ̂i−1
, ci) is the loss of the un-

rolling model for the ith instance and ᾱ is the stepsize. The
back propagation method is the same as the offline training.
Then, with the updated θ̂i, we perform inference by Algo-
rithm 1 for the instance in the (i+1)-th round. We will show
by analysis that the average cost decreases with time.

6 Performance Analysis
In this section, we bound the expected cost when the trained
ML model fθ is used in LAAU.



Definition 1. The weight in the ML model fθ (and also
the online optimizer hθ) that minimizes the expected loss
E [L(hθ, c)] with respect to the distribution of (c,B) ∼ P
is defined as θ∗ = argminθ∈Θ E [L(hθ, c)] , and the weight
that minimizes the empirical loss L(hθ, S) is defined as
θ̂∗ = argminθ∈Θ L(hθ, S), where Θ is the weight space.

In Definition 1, given the weight space Θ, hθ∗ is the best
online optimizer based on the unrolling architecture in terms
of the expected cost. hθ∗ is not the offline-optimal policy,
but it is close to the policy that performs best given avail-
able online information when the capacity of the ML model
and weight space Θ are large enough. Next, we show the
performance gap of LAAU compared with hθ∗ .
Theorem 6.1. By the optimization layer in Eqn. (4), LAAU
satisfies the inventory constraints for each OOBC instance.
Suppose that θ̂ is the ML model weight by offline training on
dataset S with n samples, and that we plug it into the online
optimizer hθ̂. With probability at least 1− δ, δ ∈ (0, 1),

E
[
L(hθ̂)

]
−E [L(hθ∗)] ≤ E

(
hθ̂, S

)
+ 4Rn(L ◦H)

+2 (ΓL,cωc + ΓL,bωb)

√
ln(2/δ)

n
,

(8)

where E
(
hθ̂, S

)
= L(hθ̂, S)−L(hθ̂∗ , S) is the training er-

ror, Rn(L ◦H) is the Rademacher complexity regarding the
loss space L ◦ H = {L(h),h ∈ H} with H being the ML
model set, ωc = maxc,c′∈C ∥c− c′∥ is the size of the pa-
rameter space C, ωb = maxB,B′∈B ∥B −B′∥ is the size of
the capacity constraint space B, ΓL,c and ΓL,b are the Lip-
schitz constants of the total loss L(hθ, c) =

∑N
t=1 l(xt, ct)

with respect to c and B, respectively.
Proposition 6.2. If a linear model fθ(v) = θ⊤ϕ(v), ∥θ∥ ≤
Z is used as the ML model in LAAU, the Rademacher com-
plexity is bounded as

Rn(L ◦H) ≤
√
MN2Γl,xΓp,λ

ZW√
n
,

where Γl,x is the Lipschitz constant of the loss function l
with respect to the decision x, Γp,λ is the LipSchitz con-
stant of the optimization layer p with respect to λt, and
W = supv

√
ϕ(v)⊤ϕ(v). If a neural network, where the

depth is K, the width is less than u, activation functions
are Γα-Lipschitz continuous, and the spectrum norm of the
weight matrix in layer k with is less than Zk, is used as the
ML model, the Rademacher complexity is bounded as

Rn(L ◦H) ≤ MN2Γl,xΓp,λÕ

(
K3/2uΓα(βb + βc)

∏K
k=1 Zk√

n

)
,

where βb, βc are the largest l2-norm of B and c.
Remark 2. Theorem 6.1 shows that the performance gap be-
tween LAAU and the pseudo-oracle hθ∗ in terms of expected
loss is bounded by the empirical training error, plus a gen-
eralization error which relies on the Radmacher complex-
ity, the LipSchitz constant of the online optimizer, and the
number of training samples. The Radmacher complexity in-
dicates the richness of the loss function space with respect

to the online optimizer space H and the distribution P and
is further bounded in Proposition 6.2. From the bound of
Radmacher complexity, we find that for both linear model
and neural network, the generalization error increases with
episode length N and the number of constraints M . Besides,
the Rademacher complexity relies on the ML model designs.
For example, if a linear model is used as the ML model,
the generalization error relies on the norm bounds of fea-
ture mapping and linear weights, while if a neural network
is used as the ML model, the generalization error is related
to the network length , width, the smoothness of activation
functions, and spectral norm bounds of the weights in each
layer. The last term of the expected cost bound is scaled by
(ΓL,cωc + ΓL,bωb) which indicates the sensitivity of the loss
when the inputs are changed. This term highly depends on
the Lipschitz constants of the total loss regarding the two
inputs. Our proof in the appendix E also shows that the Lip-
schitz constants of the loss in LAAUwith respect to its inputs
are bounded. □

Average Cost of Online Training in Section 5.2
Proposition 6.3. Assume that for each round i,
▽θE[L(hθ̂i

)] is Γ▽L,θ-Lipschitz continuous, and
the Polyak-Lojasiewicz inequality is satisfied, i.e.

∃ς > 0,
∥∥∥▽θE[L(hθ̂i

)]
∥∥∥2 ≥ 2ς

(
E[L(hθ̂i

)]− E[L(hθ∗)]
)

.
Also, assume that for the distribution of ci,, ∃ιG > ι > 0

such that ∀i,
〈
▽θE[L(hθ̂i

)],E(ci,Bi)

[
▽θL(hθ̂i

, ci)
]〉

≥

ι
∥∥∥▽θE[L(hθ̂i

)]
∥∥∥2
2
,

∥∥∥E(ci,Bi)

[
▽θL(hθ̂i

, ci)
]∥∥∥

2
≤

ιG

∥∥∥▽θE[L(hθ̂i
)]
∥∥∥
2
, ∃ϖ,ϖV > 0 such that ∀i,

Var(ci,Bi)

[
▽θL(hθ̂i

, ci)
]

≤ ϖ + ϖV

∥∥∥▽θE[L(hθ̂i
)]
∥∥∥2
2
.

Then with the same notations as Theorem 6.1, for the
cold-start online setting where LAAU is trained by SGD
with stepsize 0 < ᾱ ≤ ι

Γ▽L,θ(ϖV +ι2G)
, with probability at

least 1− δ, δ ∈ (0, 1), we have for each round i

E
[
L(hθ̂i

)− L(hθ∗)
]
≤ ᾱΓ▽L,θϖ

2ις
+O

(
(1− ᾱις)

i
)
,

(9)

where the expectation is taken over the randomness of con-
text c and budget B and the model weight θ̂i by SGD.

Proposition 6.3, with proof in appendix E, bounds the ex-
pected loss gap between the learned weight θ̂i by SGD and
the optimal weight θ∗ defined in Definition 1. The first non-
reducible term is caused by the randomness of the context
and budget {(ci,Bi)}. The second term decreases with time
and the convergence rate depends on the randomness of the
sequence and the parameter ς in the Polyak-Lojasiewicz in-
equality. Note that the objective in Proposition 6.3 is a non-
convex function. The proof of its convergence requires the
assumption of the smoothness and the Polyak-Lojasiewicz
inequality with respect to the unrolling model weight at each
round i. With the two assumptions held, the SGD will not get
stuck into a local optima. In [51], the two assumptions are
proved to be held for over-parameterized neural networks.
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Figure 2: Average utility with different episode lengths

Additionally, to prove the convergence of SGD, we assume
some properties about the randomness of the parameter se-
quence [52].

7 Numerical Results
Weighted fairness is a classic performance metric in the re-
source allocation literature [5], including fair allocation in
computer systems [6] and economics [53]. Here, we con-
sider a general online setting. A total of N jobs arrive se-
quentially, and job t has a weight ct ≥ 0. The agent al-
locates resource xt ≥ 0 to job t at each step t. We con-
sider the commonly-used weighted fairness

∑N
t=1 ct log(xt)

[5]. We create the training and testing samples based on the
Azure cloud workload dataset, which contains the average
CPU reading for tasks at each step [54]. For detailed set-
tings, please refer to the appendix C.

We consider several baseline algorithms as follows. The
Offline Optimal Oracle OPT is the solution to the problem
in Eqn. (1). We consider two heuristics: One is Equal Re-
source Allocation (Equal) which equally allocates the total
resource capacity to N jobs, and another one is Resource
Allocation with Average Long-term Constraints (AVG-LT)
which relaxes the inventory constraints of the weighted fair-
ness problem as EP

[∑N
t=1 xt

]
≤ B and uses the optimal

Lagrangian multiplier for this relaxed problem as λt for on-
line allocation. We consider two algorithms based on dual
mirror descent which are Dual Gradient Descent (DGD)
and Multiplicative Weight (MW ) [10]. To reduce the re-
source waste after the last step, we slightly revise DGD
and MW by setting the allocation decision for job N as
min (bN , xmax). CR-pursuit (CR-pursuit) is the state-of-
the-art online algorithm that makes online actions by track-
ing a pseudo-optimal algorithm with a competitive guaran-
tee [8, 9]. We also compare LAAU with the end-to-end Rein-
forcement Learning (RL). A neural network with the same
size of the ML model as in LAAU is used in RL to directly
predict the solution xt, given parameter ct and budget bt as
inputs.

Average utility. We first show in Fig. 2 the average util-
ities (per time step). We do not add the average utility of
CR-pursuit in the figure because its average utility for our
evaluation instances is as low as 0.562, exceeding the utility
range of the figure. Clearly, OPT achieves the highest util-
ity, but it is infeasible in practice due to the lack of complete
offline information. We can observe that the average util-
ities by expert algorithms including AVG-LT, DGD, MW

are even below the average utility by the simple equal al-
location (Equal) when the episode length is N = 10. This
is because all the three algorithms are designed for online
optimizations with long-term constraints, and not suitable
for the more challenging short-term counterparts. By con-
trast, LAAU performs well for all cases with large and small
episode lengths, and outperforms the other algorithms de-
signed for long-term constraints even when N is as large as
40. This demonstrates the power of LAAU in solving chal-
lenging online problems with inventory constraints. More
results, including detailed comparisons between LAAU and
RL, are given in the appendix C.

OOD testing. In practice, the training-testing distribu-
tional discrepancy is common and decreases ML model
performance [55]. We measure the training-testing distribu-
tional difference by the Wasserstein distance dW . We choose
the setting with episode length N = 20 to perform the OOD
evaluation. To create the distributional discrepancy, we add
i.i.d. Gaussian noise with different means and variances to
the training data and keep the testing data the same as the
default setting. The distributions with different Wasserstein
distances is visualized by t-SNE [56] in the appendix C.
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Figure 3: Average utility with differ-
ent Wasserstein distances.

The offline
optimal and
MW do not
make use of
the training
distribution,
and hence are
not affected.
We can see in
Fig. 3 that, the
OOD testing
decreases the
performance of both LAAU and RL, but LAAU is less
affected by OOD testing than RL and is still higher than that
of the baseline MW even under large Wasserstein distance.
This is because the unrolling architecture in LAAU has an
optimization layer and a budget update layer, which are
deterministic and have no training parameters, so only the
ML model to learn the Lagrangian multiplier is affected
by OOD testing. Comparably, RL uses an parameterized
end-to-end policy model trained on the offline data, so
it has worse performance under OOD testing. This high-
lights that by the unrolling archietecture, LAAU has better
generalization performance than end-to-end models.

More experimental settings and results are available in the
appendix.

8 Conclusion
In this paper, we focus on OOBC and propose a novel ML-
assisted unrolling approach based on recurrent architectures,
called LAAU. The key novelty of LAAU is that it unrolls the
agent’s online decision pipeline and, instead of relying on
manual designs, leverages an ML model for updating the La-
grangian multiplier online. We derive the gradients for back-
propagation and perform rigorous analysis LAAU in terms of
the expected cost. Finally, we present numerical results to
validate LAAU by considering online resource allocation for



maximizing weighted fairness. Our results highlight LAAU
significantly outperforms the existing baselines and is very
close to the optimal oracle in terms of the average weighted
fairness.
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Appendix
A Online Training Algorithm

The online training method in Section 5.2 is given in the following algorithm.

Algorithm 2: Online Training of LAAU

1: Initialization: The weight θ̂0 of the unrolling model, step size ᾱ.
2: while a new instance i arrives do
3: Perform N -step online inference by Algorithm 1.
4: Collect context ci and budget Bi of instance i and update the model by

θ̂i = θ̂i−1 − ᾱ▽θL(hθ̂i−1
, ci),

where ▽θL(hθ̂i−1
, ci) is obtained by back propagation in Eqn. (5).

5: end while

B Motivating Examples
We now present the following motivating examples to highlight the practical relevance of OOBC.

B.1 Virtual machine resource allocation
Server virtualization plays a fundamental role in cloud computing, reaping the multiplexing benefits and improving resource
utilization [7]. Each physical server has its own resource configuration, including CPU, memory, I/O and storage, and is vir-
tualized into N VMs. Jobs arrive sequentially in an online manner and each needs to be allocated with a VM. Thus, VM
resource allocation is a crucial problem, affecting the job performance such as latency and throughput, as well as the resource
consumption. The whole resource allocation process for N VMs hosted on one physical server can be viewed as an episode
in our problem formulation, while resource allocation for each individual VM is a per-step online decision. The job features,
e.g., data size, are the online parameters revealed to the resource manager. Given the online job arrivals, the goal of the agent is
to optimize a certain metric of interest, such as the total throughput and fairness. Crucially, the per-server resource constraints
must be satisfied, resulting in short-term constraints as considered in our problem.

B.2 Rate allocation in unreliable wireless networks
Unlike wired networks, wireless networks are unreliable and subject to intermittent availability due to various factors such as
background interference, fading, congestion, and/or priority-based spectrum access. Here, we use cognitive radio networks as
an example, which provide an important mechanism to improve the utilization of increasingly wireless spectrum by allowing
unlicensed users to opportunistically access the available spectrum unoccupied by licensed users [57]. Due to the random time-
varying spectrum usage by licensed users, the available spectrum B for unlicensed users is thus also random: it is available
for only one fixed period of time (i.e., an episode), but may change later. During each time period, N unlicensed users submit
their spectrum access requests to the spectrum manager in an online manner at the moment when their own traffic becomes
available. Each user’s traffic is associated with a parameter ct, which indicates the t-th user’s features such as priority and
channel condition. The spectrum manager makes a decision xt, specifying the rate allocation to user t. This decision results in
a wireless bandwidth usage that depends on the user’s channel condition, as well as a utility. The goal of the spectrum manager
is to maximize the total utility for these N users subject to the total available bandwidth constraint.

C Simulation Settings and Additional Empirical Results
C.1 Experiment Setups
Problem Setup In this section, we give more details about the application and simulation settings of online weighted fairness.
We consider a general online resource allocation setting with a total of N jobs arrive sequentially, and job t has a weight ct ≥ 0,
which is not known to the agent until the step t. The agent allocates resource xt ≥ 0 to job t at each step t, without knowing
the weights for future jobs. At the beginning of step t = 1, the agent is also informed of a total resource capacity/budget of B
that can be allocated over N time steps. To measure the resource allocation fairness [5], we consider a commonly-used utility∑N

τ=1 cτ log(xτ ), where log is the natural logarithm, x = [x1, · · · , xN ] and c = [c1, · · · , cN ]. Therefore, the problem of
online resource allocation for weighted fairness with short-term capacity constraints is to maximize the fairness utility subject
to the resource constraints:

max
x

N∑
t=1

ct log(xt), s.t.
N∑
t=1

xt ≤ B and xt ∈ [xmin, xmax] , (10)



(a) Default. (b) dW = 0.05 (c) dW = 0.1

(d) dW = 0.15 (e) dW = 0.2 (f) dW = 0.25

Figure 4: Visualization of training-testing distribution discrepancy using t-SNE [56]. Blue and orange dots represent the testing
and training samples, respectively.

where xmax = 40 and xmin = 1 (to ensure a non-negative utility) represent the lowest and highest amounts of resource that can
be allocated to each job.

Datasets We perform simulations for the settings with different lengths N , which is chosen from {10, 20, 40}. By default, we
set N = 20. We use the the cloud dataset [54] for simulation. The cloud dataset is a dataset of workload sequences which are
c in our formulations. The workload sequences in the cloud dataset are divided into multiple problem instances, each with N
time steps, and the workload at step t is ct. In each instance, the total resource capacity/budget is drawn from an independent
and uniform distribution in the range [10N, 15N ], where N is the number of time steps in each episode. We use 5000 offline
problem instances for training and 1000 instances for validation. For testing, we use another 2000 problem instances from the
cloud dataset to evaluate the performances of different algorithms. In the default setting, the training problem instances are
drawn from the same distribution as the testing distribution, but we will also change the distribution when evaluating the OOD
cases.

Setup of Training We consider using a neural network model as the ML model in LAAU and RL. In both LAAU and RL, we
use fully-connected neural networks with 2 layers, each with 10 neurons. The neural network is trained by Adam optimizer
with batch size as 10. We choose a learning rate of 5× 10−3 for 50 epochs and a learning rate of 2.5× 10−3 for the following
30 epochs. We run the training and testing experiments on a single CPU.

C.2 Details of Baselines
• Optimal Oracle (OPT): The optimal oracle knows the complete information (c,B) for at the beginning of each episode and
solves the problem in Eqn. (1).

• Equal Resource Allocation (Equal): The agent equally allocates the total resource capacity to N jobs, i.e., each job receives
B
N .
• Resource Allocation with Average Long-term Constraints (AVG-LT): AVG-LT minimizes the expected cost by relaxing

the short-term capacity constraints in Eqn. (10) as EP

[∑N
t=1 xt

]
≤ B. Then, it uses the optimal Lagrangian multiplier for this

relaxed problem as λt for online allocation.
• Online Dual Gradient Descent (DGD [10]): DGD, as one of the Dual Mirror Descent (DMD) algorithms, is designed to

solve online constrained optimization with long-term constraints. It updates the Lagrangian multiplier in each step by gradient
descent and then projecting the Lagrangian multiplier to the non-negative space. To make DGD better for OOBC, we slightly
revise DGD on the basis of Algorithm 1 in [10] by setting the allocation decision for job N as min (bN , xmax). The Lyapunov
optimization technique [4] also belongs to DGD.
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• Online Multiplicative Weight (MW [10]): Similar as DGD, MW is also a MDM method for solving online constrained opti-
mization with long-term constraints. It also estimates the Lagrangian multiplier in an online style, but it updates the Lagrangian
multiplier by multiplication [18]. Also, we revise MW to make it more suitable for OCO-SC in the same way as DGD.

• Reinforcement Learning (RL):RL is a machine learning algorithm based on offline data to learn the decision at each step.
OOBC can be formulated as a reinforcement learning problem by viewing the remaining budget bt and the parameter ct as
states and the decision xt as the action. The reward function is the sum of the negative loss, i.e. −

∑N
t=1 l(xt, ct). In RL, we

use the neural network with the same depth and widths as LAAU, but output of the neural network in RL is directly the action
and no optimization layer like (4) is used in RL.

For fair comparison, in all the baselines, if any decision results in capacity violation, we also apply projection to the decision
to meet the total resource capacity constraint.

C.3 Settings of OOD Testing
The distribution used to generate synthetic training problem instances may be different from the true environment distribution,
creating a distributional discrepancy and decreasing learning-based model performance [55]. We measure the training-testing
distributional difference in terms of the Wasserstein distance dW . To create the distributional difference, we add i.i.d. Gaussian
noise with different means and variances to the training data in the default setting.

We visualize in Fig. 4 the training-testing distributional differences using t-SNE (which converts high-dimensional distribu-
tion into a 2-dimensional one for visualization) [56] under different Wasserstein distances. We can see that when dW = 0.25,
the distributional difference is fairly large, with well separated testing and training samples.

C.4 Further Results
RL and LAAU with Different Lengths N In Figure 6, we compare the average utilities of RL and LAAU in terms of different
number of jobs N . We find that when N is larger, LAAU outperforms RL more. This is because the unrolling architecture of
LAAU exploits the knowledge from the optimization layers (4) and hence benefits generalization. When N increases, LAAU
uses more optimization layers while RL uses more neural layers, making the advantage of LAAU compared with RL become
larger. This shows the benefit of the unrolling architecture in reducing generalization error.

Distribution of Average Utility In Figure 5, we show the distribution of utility when the episode length N = 20. For each
algorithm, we give the median, 25 and 75 percentile, maximum and minimum utility, and the outliers. The results show that
LAAU has the best median and 25% percentile tail utility among all the other baselines except OPT. In addition, the baseline
algorithms do not have a substantial advantage over LAAU in terms of the minimum utility.

Remaining Resource We show in Fig. 7 the average remaining resources for different algorithms. OPT and Equal use up
all the resources and hence is not shown. We can find that the remaining resource of AVG-LT is the highest because the
Lagrangian multiplier of AVG-LT is constant and cannot be updated according to the input parameters and remaining resource
budgets online. The algorithms based on DMD, i.e. DGD and MW, both have low remaining budgets. This is because they aim
to converge to the optimal Lagrangian multiplier that optimizes the dual problem of the original problem, which can guarantee
a low complementary slackness (sum of the products of the Lagrangian multiplier and the remaining resource), as proved in
Proposition 5 of [10]. LAAU, albeit having a slightly higher remaining resource than DGD and MW when N is large, still
achieves a sufficiently low remaining resource (less than 1%). The reason for remaining resources is the per-step allocation
constraint. Importantly, LAAU has higher average utility with slightly lower utilized resource capacities than DMD, which
further demonstrates the advantages of LAAU.

D Proofs of Conclusions in Section 5
In this section ,we first drive the gradients in Proposition 5.1 and then prove the conditions for differentiable KKT in Proposition
5.2.



D.1 Proof of Proposition 5.1
Proof. To derive the gradients of the optimization layer, we start from the KKT conditions of the corresponding constrained
optimization (4) as below. ▽xt

l (xt, ct) +
∑M

m=1 (λm,t + µm,t)▽xt
gm (xt, ct) = 01×d

µt

⊙
(g (xt, ct)− bt) = 0M

g (xt, ct) ≤ bt, µt ≥ 0.
, (11)

where
⊙

is the Hadamard product, µt ∈ RM is the optimal dual variable for the constrained optimization (4), the first equation
is called stationarity, the second equation is called complementary slackness, and the two inequalities are primal and dual
feasibility, respectively. Note that both the optimal primal variable xt and the optimal dual variable µt rely on the inputs of (4)
including λt and bt.

We first derive the gradient of xt with respect to λt. Taking gradient for both sides of the first two equations in (11) with
respect to λt, we get▽xtxt

l (xt, ct) +
∑M

m=1(λm,t + µm,t)▽xtxt
gm(xt, ct) [▽xt

g (xt, ct)]
⊤[

µ1,t [▽xt
g1 (xt, ct)]

⊤
, · · · , µM,t[▽xt

gM (xt, ct)]
⊤
]⊤

diag (g (xt, ct)− bt)

[▽λtxt

▽λtµt

]

+

[
[▽xt

g (xt, ct)]
⊤

0M×M

]
= 0(d+M)×M .

(12)

Denote the first matrix in Eqn. (12) as ∆, and its four blocks are ∆11 = ▽xtxtl (xt, ct)+
∑M

m=1(λm,t + µm,t)▽xtxtgm(xt, cft),

∆12 = [▽xtg (xt, ct)]
⊤, ∆21 =

[
µ1,t[▽xtg1 (xt, ct)]

⊤
, · · · , µM,t[▽xtgM (xt, ct)]

⊤
]⊤

and ∆22 = diag (g (xt, ct)−Bt).

Also, we denote the Schur-complement of ∆11 in the matrix ∆ as Sc (∆,∆11) = ∆22 − ∆21∆
−1
11 ∆12. If Sc (∆,∆11) is

invertible (we give the conditions for this in Proposition 5.2), by block-wise matrix inverse, we can solve the gradient ▽λt
xt as

▽λtxt = −
(
∆−1

11 +∆−1
11 ∆12Sc (∆,∆11)

−1
∆21∆

−1
11

)
∆12. (13)

Next, we drive the gradient of xt with respect to bt. Similarly, Taking gradient for both sides of the first two equations in
(11) with respect to bt, we get▽xtxt

l (xt, ct) +
∑M

m=1(λm,t + µm,t)▽xtxt
gm(xt, ct) [▽xt

g (xt, ct)]
⊤[

µ1,t[▽xt
g1 (xt, ct)]

⊤
, · · · , µM,t[▽xt

gM (xt, ct)]
⊤
]⊤

diag (g (xt, ct)− bt)

[▽btxt

▽btµt

]

+

[
0d×M

−diag(µt)

]
= 0(d+M)×M .

(14)

Thus by solving Eqn.(14) with block-wise matrix inverse lemma, we have

▽btxt = −∆−1
11 ∆12Sc (∆,∆11)

−1
diag(µt). (15)

D.2 Proof of Proposition 5.2
Proof. By the proof in Section D.1 to derive the gradients in Proposition 5.1, we can find that if ∆11 and its Schur-complement
Sc(∆,∆11) are invertible and the norm of ∆12 and ∆21 is finite, then KKT based differentiation is viable.

First, if the norms of the constraint functions ∥▽xtgm (xt, ct)∥2 are bounded, then the norm of ∆12 and ∆21 is finite. Then,
we give the condition that ∆11 is invertible. Since ∆11 is the Hessian matrix of the Lagrangian relaxed objective l (xt, ct) +∑M

m=1(λm,t + µm,t) gm (xt, ct), ∆11 is revertible only if it is positive definite. Given that λm,t which is the output of machine
learning model can be forced to be positive, we require that the loss function l or any constraint function gm,m = 1, · · · ,M is
strongly convex with respect to xt, which guarantees that ▽xt,xt l (xt, ct) or ▽xt,xtgm (xt, ct) for any m = 1 . . . ,M is positive
definite.

Finally, we prove the conditions can guarantee that Sc(∆,∆11) is invertible. Here for ease of notations, we omit the time step
indices and the inputs of gm(xt, ct) and write gm(xt, ct) as gm, µm,t as µm. Remember that A is the index set of constraints
that are activated. According to complementary slackness in KKT conditions (11), we know that if m /∈ A, i.e. gm < bm, then
µm = 0. Here we denote |A| = M ′, i.e. M ′ constraints are activated. To prove the condition, we reorder the M constraints,
change the indices of them and let gm < bm and µm = 0 for m = 1 · · · ,M −M ′. Now A = {M −M ′ + 1, · · · ,M}. From
the conditions that µm ̸= 0 if m ∈ A, we have µm > 0 and gm = bm for m = M − M ′ + 1, · · · ,M . In other words, the



first M −M ′ inequalities are un-activated and the last M ′ inequalities are activated. The Shur-complement of ∆11 can now be
written as

Sc (∆,∆11)

=

[
diag([g − b]1:M−M ′) 0(M−M ′)×(M−M ′)

− [∆21]M−M ′+1:M ∆−1
11 [∆12]:,1:M−M ′ − [∆21]M−M ′+1:M ∆−1

11 [∆12]:,M−M ′+1:M

]
.

(16)

where Xa:b denotes the sub-matrix concatenated by rows of matrix X with indices a, a+1, · · · , b, X:,a:b denotes the sub-matrix
concatenated columns of matrix X with indices a, a+ 1, · · · , b. By Block matrix determinant lemma, we have

det (Sc (∆,∆11)) = det
(
diag([g − b]1:M−M ′)

)
det
(
− [∆21]M−M ′+1:M ∆−1

11 [∆12]:,M−M ′+1:M

)
. (17)

We have det
(
diag([g − b]1:M−M ′)

)
̸= 0 since gm < bm for m = 1 · · · ,M − M ′. Now it remains to prove

[∆21]M−M ′+1:M ∆−1
11 [∆12]:,M−M ′+1:M has full rank. To do that, we can rewrite the matrix as

[∆21]M−M ′+1:M ∆−1
11 [∆12]:,M−M ′+1:M = diag (µact)▽xtgact∆

−1
11 ▽xtg

⊤
act, (18)

where µact = [µM−M ′+1, · · · , µM ] is a non-zero vector according to the condition, and ▽xtgact = [▽xtg]M−M ′+1:M is
the gradient matrix regarding the activated constraint functions. By the condition that the gradients regarding the activated
constraint functions are linear dependent and d ≥ M ′, we have rank(▽xt

gact) = M ′. We have proved that ∆11 is invertible
by our conditions, so we have rank(∆−1

11 ) = d and rank(∆
−1/2
11 ) = d with rank(∆−1

11 ) = rank(∆
−1/2
11 )rank(∆

−1/2
11 ). Since

for a real matrix X , rank(X⊤X) = rank(X), and a matrix and its Gram matrix have the same rank, we have

rank
(
▽xtgact∆

−1
11 ▽xt g

⊤
act

)
= rank

(
▽xtgact∆

−1/2
11

)
= M ′, (19)

where the second equality holds due to Sylvester’s rank inequality such that rank
(
▽xtgact∆

−1/2
11

)
≥ M ′ and the fact that

rank
(
▽xt

gact∆
−1/2
11

)
≤ min

(
rank (▽xt

gact) , rank
(
∆

−1/2
11

))
= M ′. Since µact > 0, we have

det (Sc (∆,∆11)) = det
(
diag([g − b]1:M−M ′)

)
det (diag (µact)) det

(
▽xt

gact∆
−1
11 ▽xt

g⊤
act

)
> 0, (20)

Thus Sc (∆,∆11) has full rank and is invertible, which completes the proof.

E Proofs of Results in Section 6
E.1 Proof of Theorem 6.1
Lemma E.1 (Sensitivity of the total loss.). If the ML model fθ is Lipschitz continuous with respect to the resource capacity
input B and parameter input c are bounded, and the conditions in Proposition 5.2 are satisfied, then the empirical loss L(hθ)
is Lipschitz continuous with respect to the context sequence c and total budget B, i.e.

L(πθ, S)− L(πθ, S
′) ≤ 1

n
[ΓL,cωc + ΓL,bωb] ,

where ωc = maxc,c′∈C ∥c− c′∥ is the size of the parameter space C, ωb = maxB,B′∈B ∥B −B′∥ is the size of the resource
capacity space B, and ΓL,c and ΓL,b are bounded.

Proof. We first bound the Lipschitz constants of the optimization layer p(ct, λt, bt) with respect to λt,bt, and ct. Taking l2-norm
for both sides of Eqn. (13) and using triangle inequality, we have

∥▽λtxt∥2 ≤
∥∥∆−1

11 ∆12

∥∥
2
+
∥∥∥∆−1

11 ∆12Sc (∆,∆11)
−1

∆21∆
−1
11 ∆12

∥∥∥
2

≤
∥∥∆−1

11 ∆12

∥∥
2
+
∥∥∆−1

11 ∆12

∥∥
2

∥∥∥Sc (∆,∆11)
−1
∥∥∥
2
∥∆21∥2

∥∥∆−1
11 ∆12

∥∥
2
,

(21)

where the second inequality holds because any induced operator norm is sub-multiplicative.
Denote the Lipschitz constants for l and gm for any m = 1, · · · ,M are Γl and Γg respectively. Then we have

∥▽xt
l (xt, ct)∥2 ≤ Γl,x and ∥▽xt

gm (xt, ct)∥2 ≤ Γg,x for any m = 1, · · · ,M . Thus we have ∥∆12∥F = ∥▽xt
g (xt, ct)∥F ≤√

MΓg,x and ∥∆21∥F ≤ µ̄
√
MΓg,x where µ̄ is the largest dual variable for any m = 1, · · ·M and t = 1, · · · , N . Also, we have

the norm of Hessian matrices bounded as 0 ≤ ρ̆l,x,x ≤ ∥▽xtxt
l (xt, ct)∥2 ≤ ρ̄l,x,x and 0 ≤ ρ̆g,x,x ≤ ∥▽xtxt

gm (xt, ct)∥2 ≤
ρ̄g,x,x by the convexity of l and convexity of gm. Since either l or one of gm,m = 1, · · · ,M is strongly convex, the least



singular value of ∆11 is larger than or equal to ρ̆l,g = min
{
ρ̆l,x,x, λ̆ρ̆g,x,x

}
where λ̆ is the lower bounds of λm,t. Thus, we

have
∥∥∆−1

11

∥∥
2
≤ 1

ρ̆l,g
. Thus we have

∥∥∆−1
11 ∆12

∥∥
2
≤
∥∥∆−1

11

∥∥
2
∥∆12∥F ≤

√
M

Γg,x

ρ̆l,g
.

If the conditions in Proposition 5.2 are satisfied, by the proof of Proposition 5.2, Sc (∆,∆11)
−1 has full rank and∥∥∥Sc (∆,∆11)

−1
∥∥∥
2

is upper bounded. By Eqn. (16), the smallest singular value of Sc (∆,∆11)
−1 is expressed as

σmin (Sc (∆,∆11)) = min
{
min {|gm − bm| ,m /∈ A} , σmin

(
[∆21]A ∆−1

11 [∆12]A
)}

, (22)

where σmin (·) returns the smallest singular value of a matrix and XA is a sub-matrix of X with indices in A. For ease of
notation, we denote σp,λ = σmin

(
[∆21]A ∆−1

11 [∆12]A
)
. Also, we denote gap(g, b) = min {|gm − bm| ,m = 1, · · · ,M ′}.

Then, we have ∥∥Sc−1 (∆,∆11)
∥∥
2
= σ−1

min (Sc (∆,∆11)) = 1/min {gap(g, b), σp,λ} . (23)

Combining with inequality (21), we have

∥▽λtxt∥2 ≤
√
M

Γg,x

ρ̆l,g
+

M3/2µ̄Γ3
g,x

ρ̆2l,g min {d(g, b), σp,λ}
. (24)

Similarly for the gradient of p with respect to bt, And the corresponding bound is

∥▽bt
xt∥2 ≤

∥∥∆−1
11 ∆12

∥∥
2

∥∥∥Sc (∆,∆11)
−1
∥∥∥
2
∥diag(µt)∥2

≤
√
MΓg,xµ̄

ρ̆l,g min {d(g, b), σp,λ}
.

(25)

And the gradient of p with respect to ct can also be derived by KKT as

▽ct xt = ∆−1
11 ∆12Sc (∆,∆11)

−1
diag(µt)▽ct g(xt, ct)

−
(
∆−1

11 +∆−1
11 ∆12Sc (∆,∆11)

−1
∆21∆

−1
11

)(
▽xtct l(xt, ct) +

M∑
m=1

(λm,t + µm,t)▽xtct gm (xt, ct)

)
.

(26)

And the corresponding bound is

∥▽ctxt∥2
≤
∥∥∥∆−1

11 +∆−1
11 ∆12Sc (∆,∆11)

−1
∆21∆

−1
11

∥∥∥
2

(
ρ̄l,x,c +M(λ̄+ µ̄)ρ̄g,x,c

)
+
∥∥∥∆−1

11 ∆12Sc (∆,∆11)
−1

diag(µt)▽ct g(xt, ct)
∥∥∥
2

≤ ρ̄l,x,c +M(λ̄+ µ̄)ρ̄g,x,c
ρ̆l,g

+
Mq2g,xµ̄ρ̄l,x,c +M2q2g,x(µ̄λ̄+ µ̄2)ρ̄g,x,c

ρ̆2l,g min {d(g, b), σp,λ}
+

MΓg,xµ̄Γg,c

ρ̆l,g min {d(g, b), σp,λ}
,

(27)

where the first inequality holds by triangle inequality and the assumptions that ∥▽xtct l(xt, ct)∥ ≤ ρ̄l,x,c, ∥▽xtctgm (xt, ct)∥ ≤
ρ̄g,x,c and λm,t ≤ λ̄, µm,t ≤ µ̄.

Therefore, we prove that the Lipschitz constants of the optimization layer is bounded and we denote the upper bounds of
∥▽λt

xt∥2, ∥▽bt
xt∥2, and ∥▽ct

xt∥2 as Γp,λ,Γp,b and Γp,c, respectively.
Next we prove that the sensitivity of the total loss are bounded. Let xj,t, cj,t, λj,t, bj,t be the values flowing through

our recurrent architectures for the sample (cj ,Bj) in the dataset S while let x′
j,t, c

′
j,t, λ

′
j,t, b

′
j,t be the values for (c′j ,B

′
j)

in another dataset S′ with the same size as S. Let ωc = maxc,c′∈C ∥c− c′∥ is the size of the parameter space C,
ωb = maxB,B′∈B ∥B −B′∥ is the size of the resource capacity space B. By Lipschitz continuity of the optimization layer, we



have

L(πθ, S)− L(πθ, S
′)

=
1

n

N∑
t=1

l(xj,t, cj,t)− l(x′
j,t, c

′
j,t)

≤ 1

n

[
NΓl,cωc + Γl,x

N∑
t=1

∥∥p(cj,t, λj,t, bj,t)− p(c′j,t, λ
′
j,t, b

′
j,t)
∥∥]

≤ 1

n

[
NΓl,cωc + Γl,x

N∑
t=1

∥∥p(cj,t, λj,t, bj,t)− p(c′j,t, λj,t, bj,t)
∥∥

+
∥∥p(c′j,t, λj,t, bj,t)− p(c′j,t, λ

′
j,t, bj,t)

∥∥+ ∥∥p(c′j,t, λ′
j,t, bt)− p(c′j,t, λ

′
j,t, b

′
j,t)
∥∥]

≤ 1

n

[
NΓl,cωc +NΓl,xΓp,cωc + Γl,xΓp,λ

N∑
t=1

∥∥λj,t − λ′
j,t

∥∥+ Γl,xΓp,b

N∑
t=1

∥∥bj,t − b′j,t
∥∥]

(28)

If the Lipschitz constant of the neural network is Γf , we have∥∥λj,t − λ′
j,t

∥∥ ≤ Γf,b ∥bt − b′t∥+ Γf,cωc. (29)

By the expression of the remaining budget in Line 4 of Algorithm 1 and Lipchitz continuity of each layer, we have∥∥bj,t − b′j,t
∥∥ ≤

∥∥bj,t−1 − b′j,t−1

∥∥+ ∥∥g(xt−1, ct−1)− g(x′
t−1, c

′
t−1)

∥∥
≤
∥∥bj,t−1 − b′j,t−1

∥∥+ Γg,x

∥∥xt−1 − x′
t−1

∥∥+ Γg,cωc

≤ (1 + Γg,xΓp,b)
∥∥bj,t−1 − b′j,t−1

∥∥+ Γg,xΓp,λ

∥∥λt−1 − λ′
t−1

∥∥+ (1 + Γp,c)ωc

≤ (1 + Γg,xΓp,b + Γg,xΓp,λΓf,b)
∥∥bj,t−1 − b′j,t−1

∥∥+ (1 + Γp,c + Γg,xΓp,λΓf,c)ωc.

(30)

By performing induction based on recurrent inequality (30), we have∥∥bj,t − b′j,t
∥∥ ≤ (1 + Γg,xΓp,b + Γg,xΓp,λΓf,b)

t−1
ωb+

(1 + Γp,c + Γg,xΓp,λΓf,c)
(
(1 + Γg,xΓp,b + Γg,xΓp,λΓf,b)

t−1 − 1
)

Γg,xΓp,b + Γg,xΓp,λΓf,b
ωc.

(31)

Combining with (29), we have∥∥λj,t − λ′
j,t

∥∥ ≤ Γf,b (1 + Γg,xΓp,b + Γg,xΓp,λΓf,b)
t−1

ωb

+

Γp,b

(1 + Γp,c + Γg,xΓp,λΓf,c)
(
(1 + Γg,xΓp,b + Γg,xΓp,λΓf,b)

t−1 − 1
)

Γg,xΓp,b + Γg,xΓp,λΓf,b
+ Γf,c

ωc.
(32)

Therefore, the loss difference in Eqn.(28) can be bounded as

L(πθ, S)− L(πθ, S
′)

≤ 1

n

[
NΓl,cωc +NΓl,xΓp,cωc + Γl,xΓp,λ

N∑
t=1

∥∥λj,t − λ′
j,t

∥∥+ Γl,xΓp,b

N∑
t=1

∥∥bj,t − b′j,t
∥∥]

≤ 1

n

ωc

Γl,x(Γp,λ + 1)NΓp,b (1 + Γp,c + Γg,xΓp,λΓf,c)
(
(1 + Γg,xΓp,b + Γg,xΓp,λΓf,b)

t−1 − 1
)

Γg,xΓp,b + Γg,xΓp,λΓf,b

+NΓl,c +NΓl,xΓp,c + Γl,xΓp,λNΓf,c)

+ωbΓl,x (NΓl,xΓp,λΓf,b +NΓp,b) (1 + Γg,xΓp,b + Γg,xΓp,λΓf,b)
t−1
]

≤ 1

n
[ΓL,cωc + ΓL,bωb] .

(33)



Proof of Theorem 6.1

Proof. If Lemma E.1 holds, we can use the generalization theorem for Rademacher complexity [58, 59] to bound the expected
loss, which states that for any θ ∈ Θ, with probability at least 1− δ, δ ∈ (0, 1),

E [L(hθ, c)]

≤L (hθ, S) + 2Rn(L ◦H) + (ΓL,cωc+ΓL,bωb)

√
ln(1/δ)

n
.

(34)

For the learned weight θ̂, we have with probability at least 1− δ, δ ∈ (0, 1),

L
(
hθ̂, S

)
= L

(
hθ̂, S

)
− L

(
hθ̂∗ , S

)
+ L

(
hθ̂∗ , S

)
≤ E

(
hθ̂, S

)
+ L (hθ∗ , S)

≤ E
(
hθ̂, S

)
+ E [L(hθ∗)] + 2Rn(L ◦H)

+ (ΓL,cωc + ΓL,bωb)

√
ln(1/δ)

n
,

(35)

where the first inequality holds because θ̂∗ minimizes the empirical loss L
(
hθ̂∗ , S

)
, and the second inequality holds by applying

the generalization bound (34) to L
(
hθ̂∗ , S

)
. Combining Eqn. (34) and Eqn. (35) and applying union bound, we get the bound

of expected loss in Theorem 6.1.

E.2 Proof of Proposition 6.2

Definition 2 (Rademacher Complexity). Let H = {h : B× C → X}, where B,C, and X are the spaces of B, c, and x =
[x1, · · · , xN ]⊤ respectively, be the function space of online optimizer and denote the space of the total loss as L ◦ H =
{L(h),h ∈ H}. Given the dataset S = {(c1,B1) , · · · , (cn,Bn)}, the Rademacher complexity regarding the space of total
loss is

Rn(L ◦H) = ESEν

[
sup
h∈H

(
1

n

n∑
i=1

νiL (h(Bi, ci))

)]
,

where ν1, · · · , νn are independently drawn from Rademacher distribution.

Proof of Proposition 6.2

Proof. We consider two concrete examples for the ML model — linear and neural network models — used in our unrolled
architecture shown in Fig. 1. We start with a linear model to substantiate the ML model in LAAU. Specifically, we have

fθ(v) = θ⊤ϕ(v) (36)

where θ ∈ Θ =
{
θ ∈ RM×q |, ∥θ∥2 ≤ Z

}
is the weight to be learned, v = [b⊤t , ct, t̄]

⊤, ϕ : B×C×R1 → Rq is a determinant
feature mapping function which can be a manually-designed kernel or a pre-trained neural network.

According to our architecture in Fig. 1, the final online optimizer h is a composition of the optimizer p and the ML model,
i.e. h = p ◦ fθ where fθ = [fθ(b1, c1), · · · , fθ(bt, ct)] and p is applied to each entry of fθ. Since the Lipschitz constant of the
loss function l with respect to the variable x is Γl,x and the Lipschitz constant of the optimizer p with respect to its input λ is
Γp,λ defined in Lemma E.1, according to the contraction lemma of Rademacher complexity in [60], we have

Rn(L ◦H) ≤ NΓl,xΓp,λ

N∑
t=1

M∑
m=1

Rn(Ft,m), (37)

where Ft,m =
{
fθ,t,m : B× C → Λ1

}
is the function domain regarding the mth dimension of λt output by the linear ML

model.
Now we derive the Rademacher complexity of the ML model spaces Ft,m. Let vi,t = [b⊤t,i, ct,i, t̄]

⊤, i = 1, · · · , n. Assume



that ∥θm∥2 = Zm According to the definition of empirical Radmacher complexity, we have

R̂n(Ft,m) = Eν

[
sup

fθ,t,m∈Ft,m

(
1

n

n∑
i=1

νifθ,t,m(Bi, ci)

)]

= Eν

[
sup

fθ,t,m∈Ft,m

(
1

n

n∑
i=1

νiθ
⊤
mϕ(vi,t)

)]

=
1

n
Eν

[
Zm

∥∥∥∥∥
n∑

i=1

νiϕ(vi,t)

∥∥∥∥∥
2

]

≤ Zm

n

√√√√Eν

∥∥∥∥∥
n∑

i=1

νiϕ(vi,t)

∥∥∥∥∥
2

2

=
Zm

n

√√√√ n∑
i=1

∥ϕ(vi,t)∥22 ≤ ZmW√
n

,

(38)

where the third equality holds by Cauchy-Schwartz inequality, the first inequality holds by using Jensen’s inequality for the
expectation, the forth equality holds since E [νiνj ] = 0 when i ̸= j and the last inequality by the assumption that the norm of
the feature mapping is at most W . Taking expectation over the dataset S, we have

Rn(Ft,m) = ES

[
R̂n(Ft,m)

]
≤ ZmW√

n
(39)

Substituting inequality (39) into (37), since
∑M

m=1 ∥θm∥2 ≤
√
M∥θ∥,we get the conclusion

Rn(L ◦H) ≤
√
MN2Γl,xΓp,λ

ZW√
n

(40)

Next, We consider a fully neural network with K hidden layers, each with the number of neurons no larger than u, which
can be represented as

fθ(v) = αK (θKαK−1 (θK−1 · · ·α1 (θ1v))) , (41)
where αk(·), for k = 1, · · · ,K, is the activation function and θk, for k = 1, · · · ,K is the weight for k-th layer.

Same as Eqn.(37), we have

Rn(L ◦H) ≤ NΓL,xΓp,λ

N∑
t=1

M∑
m=1

Rn(Ft,m), (42)

where now Ft,m =
{
fθ,t,m : B× C → Λ1

}
is the function domain regarding the m-th dimension of λt output by the neural

network.
Denote vi,t = [b⊤t,i, ct,i, t̄]

⊤, i = 1, · · · , n and V = [v1,t;v2,t, · · · ,vn,t]. Denote the convering number of the space Ft,m as
N (Ft,m, ϵ, 2) with respect to Scale ϵ and 2-norm which is defined in [61] The Lipschitz constants of all the activation functions
αk are less than or equal to Γα. Assume that the spectral norm of the weight in each layer satisfy ∥θk∥2 ≤ Zk, k = 1, · · · ,K.
By Theorem 3.3 in [61], the logarithm of the covering number N (Ft,m) of the space N (Ft,m, ϵ, 2) can be bounded as

lnN (Ft,m, ϵ, 2) ≤ ∥V ∥2F
ϵ2

(
K∏

k=1

Z2
kΓ

2
σ

) K∑
k=1


∥∥∥(θk − θ̄k

)⊤∥∥∥2/3
2,1

Z
2/3
k




3

, (43)

where θ̄k, k = 1, · · · ,K are reference matrices with the same dimensions as θk. We choose reference matrices with the same
spectral norm bound as θk, and simplify the logarithm of the covering number as

lnN (Ft,m, ϵ, 2) ≤ 4K3u2∥V ∥2F
ϵ2

(
K∏

k=1

Z2
kΓ

2
σ

)
, (44)

where the inequality holds because
∥∥∥(θk − θ̄k

)⊤∥∥∥
2,1

≤
∥∥θ⊤k ∥∥2,1 +

∥∥θ̄⊤k ∥∥2,1 ≤
√
u
(∥∥θ⊤k ∥∥F +

∥∥θ̄⊤k ∥∥F ) ≤

u
(∥∥θ⊤k ∥∥2 + ∥∥θ̄⊤k ∥∥2) ≤ 2uZk.



Substituting (44) into Dudley entropy Integral, we have

R̂n(Ft,m) ≤ inf
γ>0

(
4γ√
n
+

12

n

∫ √
n

γ

√
lnN (Ft,m, ϵ, 2)dϵ

)

≤
24K3/2u∥V ∥FΓα

∏K
k=1 Zk

n

(
1 + ln

n

72K3/2u∥V ∥1/2Γα

∏K
k=1 Zk

)

≤ Õ

(
K3/2uΓα(βb + βc)

∏K
k=1 Zk√

n

)
,

(45)

where the last inequality holds because ∥V ∥F ≤
√
n (βb + βc) where βb, βc are the largest norm of budget B and parameter

c, respectively.Taking expectation over the dataset S, we have

Rn(Ft,m) = ES

[
R̂n(Ft,m)

]
≤ Õ

(
K3/2uΓα(βb + βc)

∏K
k=1 Zk√

n

)
. (46)

Substituting inequality (46) into (42), we get the conclusion

Rn(L ◦H) ≤ MN2ΓL,xΓp,λÕ

(
K3/2uΓα(βb + βc)

∏K
k=1 Zk√

n

)
. (47)

E.3 Proof of Proposition 6.3
Proof. By Lemma 4.4 in [52], with the assumptions about training objective and instance sequence held, we have

E
[
L(hθ̂i+1

)− L(hθ̂i
)
]

≤−
(
ι− 1

2
ᾱΓ▽L,θ

(
ϖV + ι2G

))
ᾱ

[∥∥∥▽θ̂E[L(hθ̂i
)]
∥∥∥2
2

]
+

1

2
ᾱ2Γ▽L,θϖ

≤− ιᾱςE
[
L(hθ̂i+1

)− L(hθ∗)
]
+

1

2
ᾱ2Γ▽L,θϖ,

(48)

where the expectation is taken over the randomness of the parameter sequence up to round i, the last inequality holds by the
choice of ᾱ and the assumption of Polyak-Lojasiewicz inequality. Subtracting E [L (hθ∗)] from both sides, we have

E
[
L(hθ̂i+1

)− L(hθ∗)
]
≤ (1− ιᾱς)E

[
L(hθ̂i+1

)− L(hθ∗)
]
+

1

2
ᾱ2Γ▽L,θϖ, (49)

and so

E
[
L(hθ̂i

)− L(hθ∗)
]
− ᾱΓ▽L,θϖ

2ις

≤ (1− ιᾱς)E
[
L(hθ̂i−1

)− L(hθ∗)
]
+

1

2
ᾱ2Γ▽L,θϖ − ᾱΓ▽L,θϖ

2ις

=(1− ιᾱς)

(
E
[
L(hθ̂i−1

)− L(hθ∗)
]
− ᾱΓ▽L,θϖ

2ις

)
.

(50)

Thus, using inequality (50) recurrently, we have

E
[
L(hθ̂i

)− L(hθ∗)
]
− ᾱΓ▽L,θϖ

2ις
≤ (1− ιᾱς)

i

(
E
[
L(hθ̂0

)− L(hθ∗)
]
− ᾱΓ▽L,θϖ

2ις

)
. (51)

Thus, we can bound the expected cost gap at round i as

E
[
L(hθ̂i

)− L(hθ∗)
]
≤ ᾱΓ▽L,θϖ

2ις
+O

(
(1− ιᾱς)

i
)
, (52)

where the expectation is taken over the parameter sequence at and before round i.
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